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Abstract

In multi-agent systems, a frontier direction for large language model deployment,
multiple agents concurrently invoke backend models at high frequency, creating
complex inference workloads that combine large batch sizes with long contexts. This
workload causes frequent GPU memory read/write operations and memory-access
bottlenecks at the system level, leaving numerous inference operators performance-
limited. Existing frameworks such as Triton offer convenient development but limited
expressiveness for optimization, while handwritten CUDA can approach hardware
limits but incurs prohibitive development costs. How to rapidly develop customized,
high-performance inference operators has become a key challenge for efficient large
model deployment.

This thesis develops a set of optimized inference operators using TileLang to
directly address the aforementioned performance bottlenecks. Targeting Qwen3-32B,
we systematically identify and optimize six categories of core operators. For memory-
bound operators (RMSNorm, RoPE, SwiGLU, GQA Decode), we reduce HBM traffic
through operator fusion and memory layout optimization; for compute-bound operators
(GQA Prefill), we improve Tensor Core utilization via enhanced tensor tiling; for
quantized operators (W4A16 GEMV), we fuse INT4 dequantization with matrix
multiplication to reduce memory access overhead. Additionally, we design a non-
intrusive runtime operator replacement mechanism that enables optimized operators to
integrate flexibly into existing inference frameworks, successfully constructing a high-
throughput prototype system supporting concurrent multi-agent inference.

Evaluations on the NVIDIA A100 platform demonstrate significant speedups
compared to standard Triton baselines: RMSNorm, RoPE, and GQA operators achieve
1.2 to 3.1 times speedup; SwiGLU essentially reaches the optimization ceiling; and
W4A16 GEMYV achieves 5 to 8 times speedup. End-to-end tests show 1.5 to 1.6 times
overall throughput improvement at batch size 4 and 1.8 to 2.0 times improvement at

batch size 8, with wall-clock time reduced by 30% to 50%. This approach confirms
II
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that substantial performance gains can be achieved at low development cost, providing
a practical reference for customized development of high-performance operators for
large language models.

Keywords: Large Language Model Inference; Multi-Agent Systems; TileLang;

Operator Optimization; Model Quantization
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1 &g

1.1 ARERS5EE
1.1.1 % Agent #BIARE GAHIFE

DA Claude Code!"l. OpenClaw 1 ARE N L & G (multi-agent, TR
% Agent) JifE REIEBCNKIE S BAIR EENBRLEZ— Pl EXRRGEH,
EA LT (Agent, WMRAGHEA. BREARIN. MERA RS ) %04 I 1H)
— iR, & BT E 2T RIS 6 A B SRR NS A
BTG BRA , X — A R g8 EO R P = AR R ), EEA
WAE=ZANTTH

B, MEET. 2L MHEEMAQMBIZE KR TERELSE, FY
(Decode) [fr BAXEE N £ #4185 K 439, = 9 247 (High Bandwidth Memory,
HBM) 7 58 PRI Bk 3 s

=, ENES. IG5 XA BffiRR (prompt) bR ICK W IAT
WL EH A HIE (token) B4, #EZEFE (Key—Value Cache, KV Cache) ¥
Decode B Beips REL, B—XE A G 41+ GB B4, AMtESK LT
FEAHEZEM, SRR T X HBM FR 55T K.

B2, BRERRESIEN . RSEWAHR B & (16-bit Floating Point, FP16)
WEALSE SHAREAF, £ FERE Tk R T KV Cache BRI K2 H AR,
WH 5 KV Cache § A IR BAEH T BRI L H5 BT OEK RAS@mA R H.
1.1.2 #EEFAIRmIEELERIR

Transformer (T B IR IVUHI R AS s ) HEHERR P AYET, REFARE
B (FRIsHES HBM P14z tk, FLOP/Byte) W43 ARk,

TR (compute-bound) H (AP FH T (Prefill) BBl 4414
LR (Grouped Query Attention, GQA) FiFE3E) HARFEAME, Vg
PR 15k EA% 0 (Tensor Core) kg, M HBM 58 A& EEL W,

VifFZ MR (memory-bound) %7 MIAH [ ——3 772 H—1k (Root Mean
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Square Layer Normalization, RMSNorm) . JiE#% i B 4% 5% (Rotary Position
Embedding, RoPE). Swish | ]34 H.5C (Swish-Gated Linear Unit, SwiGLU).
GQA fi#f% (Decode) B Beit: =i K2 )2 &ML (Multi-Layer Perceptron, MLP)
k- & (Matrix-Vector Multiply, GEMV) 4 8- AR 58 BE AL T A100
(R4 15 (=156 FLOP/Byte), HPEfE R H HBM #7 5% (2.0 TB/s) deiE, Tensor
Core K525 R S RFEIE -

% Agent IR T, VifEZR2E T2 E. Decode M Bt AN A B —
AMATE, EEALEEE: (Graphics Processing Unit, GPU) {32i0f A BUAN L ) B A7
BETFEHIT, AT R R Bk, THERERAL, MERELF
e HE H HBM B ANH)H JE L E o

ZEIFRHRI R E 5K B R CEM, X ff KV Cache 5 AT 7] v 4F
B HBM; FERKSOAHER b, 32K KV Cache Fr#6H 98 £ 2 7 AE I BLBAUAL
L, AR TE O [R] 0

HeAh, 4Rk GPU EESE ) (F LTAC K iz B4t Tera FLOPS,
TFLOPS) CHRTMECE %, WA 58 (R TH LB, X — “B J1 27 flmdiff 4
AE b FRBOR B e T2 98 iz SR AR B i

XU EZ R R, TR EAMSIERNIULEE. H—EHE TS,
BICHR KAL) R ZRAT . BHEFPATN, Jrask 85U E 5 i HBM Fi
L PRI R B R TR R . KA BT R R R S I BN, AR
) 45 R B T ASREV ITF B il #s  (Static Random Access Memory, SRAM)
EHEHI HBM s H_JEAE Rk, (9 Decode [y Bt GEMV M 98 5 4 &
ELH; WAAL6 (4 fii%ER) (INT4) ALE + FP16 #1%) H4FAE f H DU Rt
& KV Cache i 123 18], INT4 AUE N H0MR EFE 2 FP16 ) 1/4, MM$£TF Decode
HIARCE SR 2, {H INT4 b GEMV 245 USSR . B m ik ae
SE ] S o

R L Agent HETH IR BE R, %O AE T BT X U5 A7 52 BRARAE 5E v 1k
BES T, Sia P IUERSAYE, X HBM i, b B E A SRR
TIARORE 200 P 2 1 R G o

FE Qwen3-32B [H#ERLGERS . QKV BUY. it 5 A5 M 4% T &R =
2
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SEHVEGERER (GEMM) T Hy cuBLAS $ (i () i b S 3L, 40 <€ il i
T R R BR o

AR# cuBLAS 5. HYES— Transformer JZH & 45 H IR PR SN2 37
%5 Z R RMSNorm. RoPE. SwiGLU 5 GQA Decode, 142 FRf# GQA Prefill,
DA% Decode Wy Br B AUALE 577 i A BT # s WAAL6 GEMV., IXNREF&H
HA B A 1k RE LS00 R ) Y R S M P ER s o), R AR SCAR T P Ak T AR AR B e o)
Hiro
113 Bl 5FLZRERHFHE

HTRARACHI M E B Tk R E I IE. FlashAttention ™ &7 2 371 i i 15
17 10 B (10-aware, #ZNAFHTEAIRALITH) PR ) HBM JiE M
O(N?) B2 O(N), B Abriifik. Sk, F5 CUDA (Gi—it a4
4, Compute Unified Device Architecture) ZESZIIMAHEHE, I EAE A BAAM
WG B GFERE . BN E M TR SR TrEocmiE. F 185
YEUEE (cp.async) WK SAMHASEES (swizzle) i JRE R, BiBIL5H— BAS
3, A HEES R HAAEE (WHR GPU) , T EH S U BB 5 R B,
TR A, MELLER FARL. ARk AR B

Triton®) (OpenAT #2 i) GPU Py#% Python DSL) F&AIK 7 HF&IIME. 1EREF
AT DU 2RALL Python H) 4R 5 5 B0 2w 5 H1 k%, {H Triton K BE gesk
(RAEGEE - WAAAT R TKZHE) SEIEREHIRETER — Rk, MURES
AWK TR T IR AN cp.async P swizzle fi &R %, H
FRENZIR, FEOCEARL s B 55 T AT R, TEREZ IR

X— R S I R B B, AR SRR B BTk AR
HE ERE TR RME , R AT I L PO R —
1.1.4 TileLang: @Bi&iHLBELE

AL HE B E PR SRR 2 1B TileLang ) fE R B S0 TH, HoGH &t
TET: TE4wifa 2 H 5 EH (T.copy. T.gemm 2 “Mfrt24") R RNg
(T.Pipelined. T.alloc_shared Z|H“E4PAT") BRMEE. /i mHES. 5P

KA~ Tensor Core WL TEM MY B 4w idas BN, JF&2E AHEA R AL

N

3
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TR, To 25 U EEOUAL R RS s A ) B0 Sk ik ] o o Y A B S A B A [
WA B A AL S B, WAl LA S R R EER 245 8] 1-1 L) FlashAttention
WA, B EE T F5 CUDA, Triton 5 TileLang =2 ARG IR 2
wES: BEES, T5 CUDA BEIES MRS Triton /EJARSF (block
program) PIE& FIEEIER 5B ; TileLang WIYES ey B4 kR 5 ik
AR (compiler pass, Pass) fiffl. —F Al Mz L,

F5 CUDA C++ Triton DSL TileLang DSL

__global__ void flash_attn( @triton.jit @tilelang.autotune (configs=get_configs())
floatx Q, *K, *V, %0, def flash_attn_kernel( @tilelang. jit(out_idx=[3])
int N, int d) { Q K, V, 0, N, d, def flash_attn_fwd(B,H,N,d,bM,bN,ns, th):
7z BM: tl.constexpr, g c
__shared__ float Ks[BN] [D]; BN: tl.c expr. def main(Q,K,V,0):

__shared__ float Vs[BN][D]; mi = tl. , -1e9, tl.float32) with T.Kernel(B,H,T.ceildiv(N,bM),
float mi=-INFINITY, li=0; i = tl.zeros([BM], tl.float32) thr =th) as (b,h,i):
float acc[BM] [D] = {}; acc= tl.zeros (18M,d], tl.float32) q = d ([oM, d, 16)

7 3 3 d ([oN, dl, 16)
for(int j=0; j<N; j+=BN) { for j in range(0, N, BN): v d ([bN, d], 16)

k = tl.load(K + j¥d + offs)

for j in T.Pipelined (N//bN,
num_stages=ns):

T.copy (K[b,h, j+bN:

T.copy (VIb,h, i

s =

= a .
+ tl.dot(p, v)

¥
store_o(0, acc, 1.0f/1i); tl.store(0+offs, acc/lil:,None]) return main
b

REHR B8 / Warp R (Block) TAS Tile R
Sk F5 cpasync e ED TPipelined BRZH
WEHR F5 swizzle/pad Boram Layout # Pass
SRR ARER 2%H AutoTune
Bt L & (IR ATREH)

1-1 =Fh GPU EFFLIREITLL
AL PLE PR PR AR Qwen3-32B R FEME SzIb AR . DL NVIDIA A100 2
MR F-& . #KFE TileLang #4718 7] 2 Agent 375 [ & PR REHERRJE 2, B04IF LR R
R E S e 3R R O MR RE T h S TR AT A .
1.2 ERNSMAERIK

121 BHEsEHETFHEL: AFE CUDA | DSL

GPU WHZITF R & T NF-HIL4/CUDA. |5 & (Vendor Library) FI| il
Ei&+5 (Domain-Specific Language, DSL) FJF£LiE 3 . NVIDIA cuBLAS (CUDA
Basic Linear Algebra Subprograms , CUDA FEREZR VEAREL FF2 5% ) /cuDNN(CUDA
Deep Neural Network library, CUDA JREEBHZ 4% %) S5 ) 5 R e R R4 ofeik:



e B R AR I (8 30

(General Matrix Multiply, GEMM). #3455 AL f 8 B g il fRuse(E , (HAEAR KRR
B FR IR, P R ICEEE Ak, R SEIVR B B 5 TRl E - CUTLASS !
PRAIL T IR IR AR AL A3 B (tile) $ISR, PEREHZE cuBLAS, {HABZORIFLE RN
#i8 GPU JiiKZ&4nTy, WEMA CH Bz, ERER. RIBEEX, A
SRAARBRIRYPE » Bk BRI (Tensor Virtual Machine, TVM) U121 Halide I3,
LR FER (Multi-Level IR, MLIR )M 48 43 2 HE SR DUSALVE /R BE 4325 0 H AR,
TEMUVEE S BBl T B S (H N T 2RS40 cp.async I 55 swizzle
Aii JAjHY) FlashAttention 28 N#%, H R EE KR, HREDI AT Lk, XLk
TAERR R, JRR T RAEHEE S IT A R RE 5 T 43 Al R 55K
PATH SRR

1.2.2 10 BHEME{LS FlashAttention

FlashAttention i i 43 He 7E 2% Softmax 4 1% & /19 6l 46 F% i) HBM J& 75 ML
O(N?) FEZE O(N), & 10 BN FHL B BLAR R FlashAttention-2 ffifk T ZefE 3l
(warp, 32 ZFE R4 BE) TAES X, FlashAttention-3 £}%} NVIDIA Hopper %244
] Warp Group 43 2411 (Warp Group Matrix Multiply Accumulate, WGMMA)
[k ENTENE#EAS (Tensor Memory Accelerator, TMA) #5453 T A 51570
WEES . X— R TAEFL T b mikEyk. kRS Softmax 7E )5
WA A B ——% 45/ 31 Decode [y Be W] 8/ HBM £E3R , %K JF %)
Prefill [y B ) B i1 JR AR 32 A7 75 B IR AR VE B D 7E R 8 SRAM R 58 e ARSCHY
GQA Prefill/Decode A% EH HIEX — & it 50, FF7E TileLang HEHE T DS fj ik
SR S A B o
123 {PIR%IEESHIER S TileLang AL

Triton DIRARJF (block program) Sy5&Ai, i Python X% GPU N #%HiA
AP RE, £ RMSNorm, GEMM %517 L4 F5 CUDA 1RE, BEFFIKT
m VERE N AZIFE & IR o BN TR, Triton $4-8 B PSR 54008 I 1B 4 R A FE TR
— R, R T E 2 R K R T R #RIARE /1. ThunderKittens 1) 25 T L)
C++ Hitfid € Hopper L2 FEIRYL (warp-level) JFiE, MEREHEUTIE(E H T BoAd M
B M. Welder "%, PipeThreader "7} 45 | 53 | S AR 5 55743 B (tiling) Hift/KZR B

5
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Pk, FAHME.

TileLang 7& bR TAERZEAN b, BEURR 5 H B ey 2 B, X
H L Triton A2 TP RELLT. copy. T.gemm &5 J5UiEMA AL EH, fi
JE S B KIEAN . Tensor Core WU /E RS Pass H BN, 45—
YRR W] R G A R AN R AR R AR P B G B . AN SO TileLang, 1E&5ET
X —fFHE B HHAE Transformer #EER T RILH A AT 451 51 RMR M, DL
T HoAE R 7= DSL 7 H =5 0] 45 3R A 1) S 11

1.3 ANXEFETIE

A TAE G = AT 7E Qwen3-32B H#uF 4% b L) TileLang 5
RMSNorm. RoPE. GQA Prefill. GQA Decode. SwiGLU 55 W4A16 GEMV 72k
RET, HX& AU O RSB LI L KNG, FF7E A100 B Triton JZ
PyTorch (Python JREEZ%JHEZR) JR A SCBIBEATXTELIPAL o 0T = 243 F Y R
g8, WILIETT N R TileLang NAZTCIR N HUR NFEFLEERS . JFLIZE Agent
PMEAG R HIRIE e, DIGREEME . o 2 v 7 ik 5 1 R S 6 of 3371
RESTE R, 45 E MR R Ighn ot & 2R E T RHSS e AL 7 5 B 404 .

1.4 EXEHRH

Ay LB TN, % Agent S35 SUERAFAE S HEBE R ST I
I =B PRA, A ZEHR TileLang BRSNS AL B THE, 2B B4
1R Ja BTSSR AR S : 2 Agent #EHY R GPU fA R 4§15 Roofline 5
R, Qwen3-32B P i, WAAL6 IEBILE AR TileLang et 4
=B ARG =R E AN RE TR TileLang WAZSCIIAHTY. S0 E
ICARSATF R i 2 PPAG 5 MR SE I 4551 . R A TR AT . SRR 4
TAE, JREJRLET .
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2 HXEARSEHR

2.1 % Agent EEIZER

% Agent RG24 B K B BB B B A5 L —o Ll Claude Code,
OpenClaw MCEFI ML EEIR (Agent) RGH, 4L H T Agent I &I H
AR A ARG A GRRER I, DA ORISR SRS WA LA A
7] Agent. 4% F 5T BHOUTWTTHRES G R B LR SC, IR My
JRERE R (B 2-1) o E AR Agent ZFRE 15 7E% L RO A Claude
Code SPRBFTHIA -

PROBLEMS OUTPUT DEBUG CONSOLE TERMINAL PORTS

° (Initial triage analysis)
| Done (2 tool uses - 107.0k tokens - 1m 19.1s)

o [EBT R (Threat intelligence enrichment)
L Done (12 tool uses - 117.8k tokens : 4m 44.9s)

¢ incident-responder(Emergency containment coordination)
L Done (18 tool uses - 114.8k tokens - 4m 4.1s)

e security-engineer (Evidence collection planning)

| secops-soar - list_events_by_alert (MCP)(case_id: "3506", alert_id: "24421")
{

"involved_events": [
{

+1 more tool use

- = 1.9k tokens - esc to interrupt)

2-1 % Agent RFIZITRE

XA R ZHEME S, SEGHRTEGRA AT .

B—, fEET. £ Agent IR MM AR EIL K TS ALNTE, FIY
(Decode) W BrRA BN ME 2 B 15K 533, HBM a7 5 IR 1 j A 32 BSR4 o

B, ETCES. ARESE RS SO R BAE R R B K 1024~2048 1A T,
KV Cache 7£ Decode [y B X 4K & 4096~8192 Jal 70, BAF 5 AIREH K54
Y Ko

B= RREGFEN. RKSEEMINEASESHARRBEAE, LR
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B R AR KV Cache (17 AN L, FUSHIRUE L (W4AL6, 4
PN AL + 16 715, Weight 4-bit Activation FP16) FE4EAY E LIREHURAF -

R AE L R M AR ST ST B KRR Decode M B -1 fE
(W4A16 GEMV. GQA Decode) 5 #ilE 75, (Prefill) [y Beifit & 202 (GQA Prefill.
RMSNorm. RoPE) JEHER AEM (Agent) HEBE AR G0om B by ik Y S e A,
AT A AR B EEE N B po

2.2 GPUKRREHSHITiTEER
221 EGHBEHSHE
&& 80 GB

HBM2e (Z2REE) Fa = 2.0TB/s
#ESR ~500 cycles

#8192 KB/SM
Shared Memory / L1 (# SM) HE =20 TB/s
FER ~20 cycles

A& 256 KB/SM

FERNMH (8 SM) #H®E ~80TB/s
LR ~1 cycle

& 2-2 GPU =ZfigEEZ%K (A100)

m YRR T Y B A2 GPU L2 At 22, WK 2-2 fos. LU
NVIDIA A100 SXM4-80GB A, H &b P B 5 55 — AR i 58 B A7 1Y 5 i
(High Bandwidth Memory 2E, HBM2e) 4 @B1F, A& 80 GB, w7 7i%] 2.0 TB/s,
Vi TRJIEIR 2] 400~600 A4, AU E 5 KV Cache SRR Titk, 2HEHVERE
)

HW K247 (Level-2 Cache, L2) , WAL ALFEE: (Streaming
Multiprocessor, SM) = K& 40 MB, #H554) 4~5 TB/s, A #R4-#E# HBM

Vi FISER o
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TN A SM FAE L ENFE (Shared Memory) 5—20 2247, 7E A100 L
FITECE R 192 KB, w7984 20 TB/s, HERZY) 20 AN JE M, & FAHE 3 A% O 2
o BN BRFEGR M, B SM256 KB, F&AIERE 255 /> 32-bit Ffids, i
Vi d MR R/N, —HREGFHESE (register spill) Ky ok BE MERE LR

HBM 5 SRAM Wi 5EELZI R 1:10, TARELZIHR 400:10 53X — SR A2
10 BANEALH i & 5 B PEIR R B 72 SRAM R B Se it 58, ke [ 5 9% ol
HBM, & FlashAttention 285k AL O RNE , 5T AT A SN
222 ZKEERE Tensor Core

CUDA X H P& (Grid) — ZéF2 3 (Block ) — £k F2E 3 (Warp ) — £ (Thread ) P4
REARZLH, Warp ([ 1€ 32 LA FE) J& GPU Y8 BE 5 /N - Block N 2%
W N FEEAE, Block [ ASRE B[R 27 - Block K/NEM 5 % (occupancy):
AR SM Fo ik i warp YHFOR BT AREIR . i i M N A2 5 A a3

¢t

Ampere ZE#4)f] Tensor Core 35 BF16 (Brain Float 16) /FP16 % N\« FP32 &
AR Z N (Matrix Multiply-Accumulate, MMA), B4 Warp 4 i ] W] 52 i
16 x 8 x 16 4H[43€, A100 f) BF16 &{E K Hi5 %) 312 TFLOPS., Hopper 5| N T
B AR FEER) WGMMA  (Warp Group MMA, Z8F2541 MMA) 84, fill & Tensor
Core FEREHRI B A AR 2 ——F 4k (leading dimension, JiFEZE M A7
AT/ IS ) 7500 16 Btk N FFRRIER (tile) THE swizzle BHEL
BERTE RIS (bank conflict, 25 2% [ I 17 1) L B2 P A7 [ — 7k 4 5 | & 1 B2
Fifb) . XEEARIETH CUDA hEH£E B4, &AL H N LRE
iz —; TileLang HIAf Rjitk 3 Pass #5 H B k.

2.2.3 Roofline &

Roofline #7 181 D) 2R 58 BF (Arithmetic Intensity , Al = % 55188k % FLOPs
/ HBM {71940 s, K511 rE LRR RN

Performance < min(Peak FLOPS, Bandwidth x AI) (2-1)
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GARRLVERES S 2R AL BRI PERE L BR B HBM e ke (7 58
%R, memory-bound) , fifk HprAH/ HBM Jii &t AT %5 i i s B 35 o
& (FFHE3ZFR, compute-bound) , ik HARZ$E R Tensor Core F| FHZ. B
SR BNE A S (ridge point) , A100 BF16 F#J% 312 TFLOPS/2.0 TB/s ~ 156
FLOP/Byte. SARMREALT BE MIAFEE ZHRERE, & TRESNATE
A2 RE IR o

2.3 Qwen3 EHEBHSE F
231 RBEH5EFHR

Qwen3-32B 9 B %% Transformer (Z5ffigs) 224, 3L 64 )2, HEHEREN
e 5T M4% (Feed-Forward Network, FFN) Mk, RS NLE 2-1; Fii
BUEAEA R XS RE LR G —2 RO &,

% 2-1 Qwen3-32B XBEWES
2 BuE

Eﬁﬁéﬁg dmodel 5 120
HENLEH, 64
KV 3L# H,, 8 (GQA, group size G=8)

SLYERE D 128
FFN 1 a] 4k 27648 (SwiGLU)
BE¥ L 64

AR ETFX 128K tokens

B2 i A LT 5 PSR A Input RMSNorm — 253 {E (Query—
Key—Value, QKV) #35¢ GEAMEMIE, GEMM) — RoPE — GQA Attention — %3
H#5 (GEMM) — Post-Attn RMSNorm — SwiGLU FEN (2xGEMM + &t & iz8
¥4+ GEMM), QKV #4454, #1355 FEN d1i FP16 GEMM ] cuBLAS 4bF ;
TE W4A16 2T, Decode MrBt% Z4NHL (Multi-Layer Perceptron, MLP)
[ gate/up/down $¢5% ] B¢t Ay INT4 AL H + FP16 SIS A&k (GEMV),
HIASCSL B WAAL6 GEMV NAZRIH . ZEaleok . AU TR RN LIIR -
RMSNorm. RoPE. GQA Prefill. GQA Decode. SwiGLU & W4A16 GEMV,

10
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PRSI IEH AR > HEMRAE R 1) QKV #55% . i #G% 5 FEN &4 )2
R4 GEMM, H cuBLAS 7E A100 b3 AERGRISE I S2I0, AT AEE &4
Fo & THIE GEMM #s, 18 UF%E k752K |2 RMSNorm. RoPE. SwiGLU.
GQA Decode MURYJEH 58 Z RIALY A CRFA T, HARBERKTREE N, &
PR TIECH K, HBM PRI GQA Prefill ZEK 74 FiENTHE %2
FRIX, [& A P R A7 T, T2 Bk Softmax; W4A16 GEMV Nl
FEANE FAL /5 Decode [ Bofi tHBLRY PR, ADZSLBLH INT4 60 5 BAF T 6] B

XFNREFTE Qwen3-32B 45— Transformer )2 H R s &2 B, M H AR
LS A 5 T A A g A A 25 TR] L R 205 Agent 3735 i B i 7 I Y O g
3E GEMM $5, WiE = HH 80T 5 LI R 2 4.

23.2 GQA EES: Prefill 5 Decode IAH ER

Qwen3 R FHAEER T (GQA)PY, G=H,/Hy,=8, B 8 4~ Q kit
2 1 4] KV 3k, KV Cache &AL 2 347 )7 (Multi-Head Attention, MHA) &
45 8 ffo TERITHEA:

) QK
Attn(Q, K, V) = softmax( Vi3 ) Vv (2-2)

1E Prefill i B (S,=Sp,=N), QK € RV*N | i}458 O(BH,N?D), S=4096
ISR IRBEZ) 1820 FLOP/Byte (#'3:W. 2.3.4 77), CAATIHHAZIRX: & HEY)
b N x N Ha5ERE K H#E O(N?) HBM, FlashAttention 28434t Softmax A0
LR (FERNTERA, MAEABERHTEETT) o

TE Decode BrBz (S,=1) , AU 1 M TR, HAURRAF KV
Cache (4BSy,Hy,D %77, K5 V& —K FP16), FLOP %) 2BH, S, D, HAR®
JE%) H,/(2H},) = 64/16 = 4 FLOP/Byte, @A JEZ R 5, MBI
HHT Sko 4EFERY Split-K (W5 K #EYI4r 178N 5&Ii7F (coalesced) H KV

BEEL.

11
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2.3.3 RMSNorm-. RoPE 5 SwiGLU

RMSNorm P! %} 647 © € Rémose i34 75748 (Root Mean Square, RMS) JH—
1k :

RMSNorm(z); = i - (2-3)

1 2
N 2. T T €

FREHABR GAH—E + FEEE—L) o FAEWADANZELIL (K RMS
+FANE) Tk e WK (4MN B) + 5—k (2MN B) ; RbE B ALK B
Di GE—WrBeK inv_std, 2 "Bl ) 8 o MK, {3 inv_std fERF A7 &%
H (fragment) F{R¥, TFE¥% M HBM, i HBM & ZE SMN B, JEHAf
HAHF 10 fifbist.

ROPE (rotate_half) ?? Xt Q, K i filfigds i B4, Qwen3 3E ] rotate half %)

E:

Y; = I; COS Gj — -Ij—l—D/Q sin 9]', yj+D/2 =T sin ej + Ij-{—D/Z COS Hj (2-4)

R Q, K FHHA—IK, ZHMAMZEITHE (clementwise) FTo

SwiGLU 21 B FFN ) #iE B4k, SwiGLU(zy,10) = silu(zy) ® xo, H
silu(z) = x - o(v)e FNELBH silu 5ETERIFEMAXMNZHM 3 Wik +
25), MEEIERI—K QK+ 1IRE), HIEF 1144 40% HBM ik .

H [11 )9 Decode 4+ J&—/M oG, MLP i gate. up. down =AM 2 TE
AR FREH - (GEMV), SARBRBERAL, MR ZHMNER HBM
BRI T8 DLIE o

WAAL6 KAUFE DL INT4 FE6if . BEORRE FP16, {EJLTP SR F23E T
P PR Vi EGE A FP16 (A0 4y 2 —, J& Agent i FYEA IR EBAF AN
ARG K KV BF W TRE . HHOR N R4 R 8165 LOP3 P fgfl
] GEMV, 5HjTi2K FP16 B354, M MASCEE AR S
234 EARBESH

254 Roofline %, XMFREFIMHAARMRE (AD) ZF—HS (FP16, Rlbé L

I}rll,, M:B‘S)o
12
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XEAR [M, N] #) RMSNorm,  Fl & BB BEN P © (AMN B) Jii—ik
o (2MN B), Rl 6MN B, i1#EY 3MN FLOP (P77, RFl. rsqrt. T
), # Al = 3/6 = 0.5 FLOP/Byte.

ROPE [ rotate_half # X} 5C & (2}, 2j+p/2) P47 6 FLOP, HBM ¥ [A] & «
(2MDB). tcos/sing (2MDB). Hy (2MDB), &l 6MDB, #t Al=0.5
FLOP/Byte.

SwiGLU il 545 76 24 5 FLOP (silu %) 4 FLOP fji3&#: 1 FLOP), HBM
Pila) ki gates 3zup 55 H, &3 6MN B, it Al =~ 0.83 FLOP/Byte,

GQA Decode #:# FLOP %) 2BH, Sy, D, KV & &E & 4BSy,H,D B, Al

o/ (2Hy,) = 4 FLOP/Byte (‘A\it Q BEHU) .

GQA Prefill ¥£ FlashAttention X 4% F I\ i E Q,K,V,0 &% —
((2H,+2Hy,)SD FP16 %77) , FLOPs ~ 4H,S?D (causal Jf3f) , Al

HyS?D . H,S . N N
= (HetHp)SD — HgtHp, g—fl ~ 220~ 3641 FLOP/Byte (non-causal,
causal ZI°F: ~ 1820), GEREBH . BT HEEHL.

TRHEFH ATILE T3 2-2,
F2-2 ARETFEHARELLE
"y Al (FLOP/Byte)
RMSNorm ~ 0.5
RoPE ~05
SwiGLU (@it&) ~ 0.83
GQA Decode ~ 4

GQA Prefill (5=4096) ~ 1820 (causal)

2-3 BT RE FFRIEALE Roofline [ Hr. B HffrZ S22 A100 BF16 3
WHERE R ZEBRIEZ HBM #55 (2 TB/s) [, TEREREE ARG K
HBOKPLRZIE(EH ) (312 TFLOPS) BRI, MEREAFINK: BHELNES
&, (=156 FLOP/Byte) , JEMBHIT Ao BHFIRCRTETEMZ L, BEAbR
HIEF AR . GQA Prefill (Al ~ 1820 FLOP/Byte) i i EIREHITER, AniETH
I BRI 5 R DU 2RI 7 B8 32 PR IX

A IFES], RMSNorm. RoPE. SwiGLU =& T AL AL 1, BEER

MRS F RO E, EEEE A GQA Decode ] Al ~ 4, {34bTH JEZ R
13
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X GQA Prefill EM—f)iHHEZREF, H Al ~ 1820 (causal, S=4096), wti#s
BH B —— U P2 Tensor Core F| A M dE HBM 77 9, ST SE A 20 4
713K 153 TELOPS (%) 49% W65 1) Hitb—3.

%f RMSNorm. RoPE. SwiGLU. GQA Decode PU2K% T, HhALHi#i2 HBM
BH WL, 10 Bafifbing (Frma. 7 EEaRER) %0 FB; X GQA
Prefill, Tensor Core | IR 5 NFEAR (438 Softmax [E4E O(S?) Wkl 176k) 4
REZRITZIR.

GQA Prefill

& (TFLOPS)

BAEE (FLOPByte)

[ Reofline (A100 BF16) I RMSNorm RoPE SwiGLU | GOA Decode [ GOA Prefil

& 2-3 HZEEFH Roofline 477

2.4 W4Ale NEELBA

W& KIESHEMSHEIENT K, BEAES W ORI IS %O
o A E R AL AR S BRI TE . TEAT I NBSMEA R FTH T 7] 4 s
TAE A HBM Pi &, 2207 Tl #essk (VLLM. TensorRT-LLM %) J"{Z
SR FH AT B o
241 BHFRIER: W4A16 5 WBAS

FREATT R 5 A FIZE . WEAS P (I H 5 H 4 B AL INTS) ff#fi INTS
Tensor Core, 7F Prefill %3832 R H T A& AE R A&, HFBEISE
b Gafrmgi et ERERT) . 5INBSMNAZIFE, HSUGERKES S

14
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SEO BB AL

W4A1612>201 (INT4 ALE + FP16 J#iE) WIKAE A7 if 0 96 IR 48 2 4 bit, #X
H HBM e % FP16 1) ., USSR R: FP16 EFEFhA R, %} T Decode
By MLP #3522, FORIRFEZ) N | FLOP/Byte, itfikT A100 & ki, BT IRYS
FEZ PR s —— I SR E L A 540, WAAL6 A E FR4r B4 L
AT 1] o SR 2-4 i, AHEL WSAS, W4A16 TEV 1732 PRI A i B F B
AR TR ) 5 E R ST AR, A R T &

312

W4A16 (g
Y

WS8AS

TE#E (TFLOPS)
=
S (=]

0.01 0.1 1 10 100
SR (FLOP/Byte, log %)

2-4 Decode [y E& W4A16 5 WSAS Xttt
2.4.2 per-group IEXIFREL

Jy#Ed INT4 BALBRS B 2R, AR SCR M per-group R X R B Ak
(group_size=128) : KEATAE M B4Z 128 MmN —AH, M HRER T
s 5FE 2

A I/I/ij
W;; = clamp (round(T + z) , 0, 15) (2-5)

A

AR, Wi, = (W;; — 2) - so per-group EALAHLL per-channel R]Kf Bk 157 25 1l
TESARLEE , 7E 7B LU E AR FRS BE 45 R 5 m] 22086 o
243 LOP3HRIEREN

GPU A 3Hf 4 bit JRAEEHERAL, INT4 WEBTEEH AR FP16. b5
fREL R (AL + D + B + IR & 5-6 ¥4 ACRME
MARLIN 271 2%p1 ] LOP3 $§4 (1op3.b32) $515——P5F5 4T %} =4 32 bit
AT A T AT BA /R R B——F FH FP16 Y IEEE 754 {4544, ¥4 nibble E{#2mt

513 FP16 B, DA% 4 % PTX 154 58 ififtl, ELAMRBRIZTIZ 4 60% fEfY
15
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5440, & W4AA16 GEMV NAZ R 2L SE BN R o
2.5 TileLang ZRI2{&5Y

251 WARTRHMRSBRILT

TileLang FA% 03¢ 2 B0 i 55 4 B Ay B XAl AT Pl w28 IE 52
FAER R NZ. ZPEH —M A T.alloc_shared. T.alloc_fragment b B =
BRI IZE R, i T.copy(src, dst) A B tile &5, F T.gemm(A, B,
C) FHY tile ZR4EMETE, L) T.reduce sum. T.cast. T.Parallel %% #i
2y, R 5 I IEIR. JHE—M WA T.Kernel(grid, threads) JH B
Grid 5 Block, ffl T.Pipelined(range, num_stages=n) 7B KZR, LU
@tilelang.autotune. @tilelang.jit 43|75 B SEE R S E 5 T 4N O K&
Pass fit B..

X P 2 IS B AR LM ST —— R — B SRR W] AR E A R R B 24,
RIERSTEA T SEAS FAMARMRASEEL, MEFERAEE . 5 Triton
MBS R BE K. (BLOCK M. 28 WA R) BHEE NREUEA I
TileLang H R BT d S05 2 0 B2 AR AL I B
252 HRFELSED Pass

TileLang 7£ TVM IR JZ4Z W7 fti il — R 4% 024 12 Pass. InstructionAnnotation
B T. copy. T.gemm &5 tile op FARIE HARIE424% (cp.asynce WMMA. TMA
%) PipelinePlanning 734 T.Pipelined HNEHRIKH, LIAE S P B 5
BRSO\ Ko

LayoutInference (ffi JRj#t ) & & #f 5 4% tile buffer [ 45 2 2 Py I 4L
X, HBEIME swizzle (40 (1,7) — G, j & G % 8)) HMELENEHE
A ph5¢ (bank conflict) , FEfRiE Tensor Core Jf % %fF . LowerTileOp
(K AL W) K T.gemm 5 HAn MMA JEURICE, 7£ A100 &M
mma.sync.aligned.m16n8k16.£32.£16.£16.£32 (Ampere WMMA) , 7& H100
ER5 WGMMA.

InjectSoftwarePipeline 4 T.Pipelined J&FF } % 2 pp &R H:46 N\ cp.async
5 cp.async.wait_group, {#i}}4 5 HBM—SMEM iz H & . ThreadSync 7E/K
BULHIA __syncthreads 5 warp-level . 52l TVM Pass 58 A7 i
B, NEJEIE R4 (intrinsic lowering) 534748 #4147 (Parallel Thread Execution,
PTX) ARA: o




e B R AR R (B 30)

i R #e 5 5 5K BAL WAy B & TileLang AHEL Triton & 2 3 # H 3L
e Triton 7R GEE M SRS Tensor Core i JHX HHEHF L& Fahik s
.contiguous (). trans() Z:YHH, 1 TileLang % H 44 \ 4wi%#s Pass, LFHH
Fv Ne B 2-5 JRiR T B i 2 Je & Pass (ERTT RISy b IS 7 HERR /R
Ymiks E SN RO AL Pass.

TileLang 4Ri¥&%: M Python DSL %I GPU F#T1Li8

D MR

REBIE til EIRES
1 InstructionAnnotation (en ;Siiz/‘vi,\jziq/aiﬁzr
- . S T.Pipelined k¥
2 PipelinePlanning Z T S E T R

BF@A 2 BORAME (RiFBENTH) ERL

HSBLRERN

{ SR eveutinisierce BB swizzle jEBR bank conflict

T.gemm — WMMA m16n8k16 (A100)
5% WGMMA 64xN (H100)

- { 4 LowerTileOp (3k&Eft)

- A A

T.gemm(..) =
B . L T.Pipelined — cp.async Z4Ed
T.Pipelined (.. { 5  InjectSoftwarePipeline £ CaEmTENE G AL
. cubi.
T.Parallel(..) AHRATX
3 FRIRMER
6  ThreadSync #N __syncthreads / warp barrier
7 LegalizeSafeMemoryAccess B padding SFRF
8  tmfE TVM Pass 7ZfEES - intrinsic lowering - PTX 4

2-5 TileLang Ri¥FE £
2.5.3 5 Triton B9 OLER

% 2-3 TileLang 5 Triton *JEtt

“ep Triton TileLang

TEAfEA MY (2R B =% (HBM/SMEM/Fragment)
1747 JR) % & F Bl LayoutInference Pass [ alj{fi 5

EZ VS T T HIREHL T.Pipelined i Hfj)5 Pass H 3 JF
kg tl.dot H 3N T.gemm + LowerTileOp 7. 7 M5
WESEHRR RETER— Rk I J2 AR

TileLang 5 Triton (A 22 5 MET 1R . MAETHISR)Z K5 iRy 5TE1L
Fo WK 23 FiR, “HFEEER WAFAT R 5 P B RA = EEAF EAR AR X

o

17
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X R RN (EAE T MAESSHARL (U0 GQA HISLUR 28N G=1
Ay G=8) If, NBBEBEHRRIR, WEEMA (swizzle. FiK. KEL) Mg
e B S, KHRE—F L%,

2.6 FENDGH

ARTEMAE 75 B RS b T DO BE ST T ROR T B £ Agent
R R WE T KtE. K ETF X AELN; GPU Roofline #8125 H 1
AT EZRAAIMEZE . Qwen3-32B 1705 WAA16 BALE AR 1k
55 A EE RS ; TileLang Gufe B A 5 4251 SL Bl P4 T H AR

18
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3 RAFRITSEH

31 REBERN

AEHLT TileLang RFEHERL, BRI —EM N £ Agent #EFY R
Qwen3-32B #EMl R4t ARG R “Hr Wi/ MBHE / ZERI” =2 M
Wt HFNBEBEEHENEREET TileLang R MERENE, EBEWRZRGIHHHE
TR T YR W R @ 1217 AL A T AR N L N A3
TR, EETZ IR LML S 2 R G RN E SRR 58 HIRILZTE
G—HO2Z FXF% Agent LM R EHRIEE, WRAKERLLH Y
BRI BRI IR . =B MRS IEMT . A, TR B IE S T
it

REH FE BRI AE T HE. 55/ Roofline /M T8/~ 7% &
T EAA S : RMSNorm. RoPE. SwiGLU 5 GQA Decode 2R+ HBM i 757
95, GQA Prefill 3l Tensor Core F| FHZE A&, W4A16 GEMV ] ) INT4 £¢
5 E45# & Decode [y Beiy it BRR . ANFEELT TileLang Jufe i EH xS ik s
BRI, JERETE SR R S LSO 5 e P B A ) )
Bk
3.1.1 ZBEHER

RO “HF N B/ R BRI Z 2RI, 3T s 5
wRERETT AL MERAREHE R H, BERTMAL. SO, mE 3-1
7R o

HTNIZERARGRIEE, BN TileLang 18, BRI 5T
5 PyTorch & X 58 25 M AL R 450, Ko N\ shape WL 2 A tile BCE I
HOIT 9 A7 N G TileLang Sk (Biin 5 M EEfERE. A 3hi
SRS R K Z) TEgE A SN, IR E ATEMEE LR
HEF Y BF )2 35 F HuggingFace transformers JI# Qwen3-32B V&, #itiZ{T
It} monkey-patch ¥4 TileLang WAZTEN TR, FHARSEFHIK B S, 7E Prefill 5

Decode BgAZRIZNA Y, Xt EE5E2EN: 3.3 TRREB B ZILH . 2 HjRE
19
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ZES5RTE
BreaisiitEr | | Gradio/Streamlit 325 528
EEAESIEE | TileLang AT %
PyToreh HE3 i HUIES B REE
/Tokenizer i

‘ Quen3 {HHEES KV ‘

Cache B

SRIFTE SURKER

liédci‘t.i-{iﬁ ¥ l{?i-‘il’[f’.

BHEETFARE

BEMETFE:
TileLang i&17H s GQA / RMSNorm / RoPE rae =3
SwWIGLU / W4A1E GEMV

WEM
{.cubin / PTX)

E3-1 HERZ=ERH
J2i8id generate (prompt, backend, batch_size) i1 GHEFLG| M, FiF
XEAZ . EEHMALE . 2 Agent MESE LR LRIV ASCLLZE Agent BMER
BRGs, LT RPN LIS IS &85 & I A DIResidk, 3.4 10k
4.

3.1.2 ®’itEERS5RSBR

BT R, Qwen3-32B i 4% H ) RMSNorm. RoPE. SwiGLU.
GQA Decode PUZR57-4b T 58 32 BR X35, R fbA% 02 /> HBM 35 [H); GQA
Prefill MALF A Z R X8, 1b4% 0 Tensor Core F| F 2 5 43 Ht Softmax 17
A E A WAAL6 GEMV J& Decode [ Bx MLP #0322 i v 2 PR, Dtk
Bl INT4 EM B S TR FRKES. AR AR &
PSR RS, fi TileLang SCHLAY RV RESE T BEAE To 48540k Qwen3-32B fH 3
§EB% . 3RS Triton, PyTorch AR SEHLHY 23 F- X EE o

A TERE{F: I %E 5 NVIDIA A100 SXM4-80GB (SM_80); TileLang IR B
HFuTE R, AL 55 A100, AN K Hopper SR P finid 5. K5 RE ER
H FP16 AU E 5% FP32 ] 0, 5 Qwen3-32B B 7 AL EMA 5L, FF4
A4 WAA16 GEMV (INT4 A TE + FP16 37E)  LUIIEA A E Bk 7 78 77
ZE AT MLP ] Decode $5)2

20
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PRIEAEESE 8 5K A100, HEBERTBCRA] 2 REWEITT: 2 RIKEITERS
PR BEAFETHETEE A, DU R GRS TR T2t b i 21 i 2 DR H
SHALE, HRBEN B € {4,8}. XHEIELM Triton 5 PyTorch RIS $UT, A
5 VLLM. TensorRT-LLM £& Toli#%JI51, G H &ESAALI. LR8BG
SAEE, HELLATFIHEBIHETZ.

3.2 EFMHEEm

AT N FNRHRA TR TileLang LI TR RARKEFEE T
Qwen3-32B i E 4% Y BTSN, 7E5E 5 Roofline 73455 F, £
X4 B AP REISSUR B T 22 At A SRS

HAF o RE AT T o ANREFA =4 (1) WIEZRIFZA/Z TR
2——RMSNorm. RoPE. SwiGLU, [T HBM #7455 , thfk.3.0 e HBM 15
WA, RAEFRIE S B g RE M (2) R IE——GCQA Prefill fEK
B (5=4096) FH#ENIFEZIRX, RH 4 Softmax & TileLang T.Pipelined
/K2 GQA Decode Jy B token I5t, FHKIEI BT E52 R, SR Split-K 4332z
fERECRINBOMET:  (3) BALMEF LK ——W4A16 GEMV JKHH Decode [ B &
EAEHERE T, F ] LOP3 454 2 51T K E S, FEAK INTS MRS 4

AR FINAE —E AR . FrA R 1YEd etilelang. autotune 3
Migeds 2 A tile N (b1lk_mblk_k Z55:%0), 3k Wi TileLang [ LayoutInference
Pass [ ##f:#; shared memory 75 J&) L1 F& bank conflict, JoFEF3) padding. &4
HFNEBHZBAEIEFVERIE (055 PyTorch 2% 581, RFEAE FP16 A5 BT
), AR B
3.2.1 RMSNorm EF

3.2.1.1 HESHFERER

RMSNorm 23 3 L= (3-1):

RMSNorm(x);

T
N * i (3'1)

\/%EjzlxﬁjLe

Hrp N =5120 (Qwen3-32B [Sii4EREE), ¢ = 1075, ~ Ful I E.
21
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RMSNorm 77 2 i i N\ =2 85— UK Y0 o5 IRt 5 inv_std, 55 ~ 0K
Fel) inv_std; 5 vio ASCHIBLE P BN IR HBM N = (362 x 2M N =
4MN B, IR FP16), B O (2MN B), I LAl E v (2N B, " ZH5), HBM
Bk ~ 6MN B, RERALET: inv std (KBF M ) EMBE—4HE
RETETF A7 A% fragment b, WrBt—HILEH, AWK HBM fiR. MELANEM
NSRS SEI, BE RS T () MIRNZESI SIS, Lk (b) M A
inv_std {&7% Bl HBM F-3 [ R .
3.2.1.2 TileLang B/ EXSCH

AW N % rmsnorm_mul _weight fwd % FH PR BE 4544 Kernel Grid fy
[M/blk_m], %F block Z:¥ blk_m 17,

By Be—r N 4EL)L blk_k 9 KOEHA, BUCK [blk_m, blk_k] 78 H HBM
PENILENTE, FELLFP32 ff o RN E A1 4% fragment sq:

Bk 3-1 - RMSNorm [y Bx—
BN RSB X, BAERE bk m 5 blk k
W BATHIPREZE B inv_std

1 alloc xs[blk_m, blk_k] in shared memory
2 alloc sql[blk_m, blk_k] in register, init to O

3 for kk = 0 to num_k_step - 1 do

4 load X[row_tile, kk*blk_k : (kk+1)#*blk_k] -> xs // HBM -> SMEM
5 for each (i, j) in parallel do
6 sqli, j] += cast(xs[i, jl, £fp32)~2

7 reduce_sum(sq, dim=1) -> row_sum_sq
8 for each i in parallel do

9 inv_std[i] = rsqrt(row_sum_sq[i] / N + eps) /! RYEGFR, F% HBM

WrBE N N 4E@ 7, K& [blk_m, blk_k] f7HRLL inv_std 5 v 5’5
Gk

ik 3-2 - RMSNorm |y Bt —
N SRESIH X, AU Weight, PRuEZEIEL inv_std

22
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i MLufkda i Out

1 alloc xs[blk_m, blk_k], ws[blk_k] in shared memory

2 for kk = 0 to num_k_step - 1 do

3 load X[row_tile, kkxblk_k : (kk+1)#*blk_k] -> xs

4 load Weight [kk*blk_k : (kk+1)*blk_k] -> ws

5 for each (i, j) in parallel do

6 y = cast(xs([i,j], £p32) * inv_std[i] * cast(ws[j], £p32)
7 Out [row_tile+i, kk*blk_k+j] = cast(y, fpl6)

P U 6 inv_std HISFE R B8R, AN & HBM fiR.

AutoTune # & 4E 7 (blk_m,blk_k,threads), k256 4 configo %} Qwen3
N=5120, ik config A T4 KA K-tile (blk _k=1024) LLB/DIERRIREL

3.2.1.3 WEHSSIES

B LR W Bl A B RS B RWCER Al NVIDIA Nsight Compute
(GPU WAZZ &M TR, ar & 7R ncu) 7ETEAR M=8192, N=5120 (fp16) FX}

RMSNorm fiit#egsxrbb, 558 05 3-1,
# 3-1 RMSNorm ncu 1HE2EXTEE

Yabn TileLang Triton
Kernel %EiR (us) 98.2 130.4
Grid x Block 8192x512 8192x128
DRAM i1 (MB) 84.0 99.9
DRAM H A (MB) 84.0 87.5
DRAM i HIEEELE (%) 42.0% 37.6%
L2 fyHh g 62.9% 65.1%
SM Fit: HIEE A (%) 34.7% 39.2%
SM 5 # (Occupancy, %) 85.7% 94.2%
Warp {5545 J5 A Top-3  (*F-¥545: & JHIS #if warp 4{)
Long Scoreboard (&1 HBM) 20.9 26.4
Barrier (__syncthreads) 4.77 1.38
KRk (Not Selected) 2.40 1.49

MFE R LIF Y - TileLang B DRAM j2EUE{Y 84.0 MB ($ZiEHiE TR

5120 x 2 x fpl6 = 80 MB), T[fij Triton 24 99.9 MB, £ 43H] 16 MB X} scale 244
e &\ HBM hn#k i FF48; [F W) TileLang ) Long Scoreboard {5 if5#r (20.9)

23



o R Bk 2 A B S B (18 %)

f&TF Triton (26.4), WiBHM DU IREL HFE4656 T warp 15 A] .

Speed Of Lt (500

(a) TileLang (3577 8, 44 35%) (b) Triton (3i7F 7 T4 38%)
3-2  RMSNorm ncu J&iR 5 HT

Bl 3-2 #) ncu S (Speed of Light) M1 & 1 PIAZ BT F 9% I U (L
BIELG: P AESHE (82% X) 70%) Sk HBM 3 FI &, 84 (35% X
38%) S SM O EAM AR, WFEVIAF > 5. Bk RMSNorm J7F 98 52 R 4.
T TileLang Y7700 SUg LGB # (82% vs 70%) . J5-T Bil Bri s A% A 0l
T.Pipelined ¥ HBM WU 51T SR &, PO FER 4 J0 76 25 R A% Bl TR B
L S W
322 RoPEETF

Speed

3221 HEEERR

RoPE (Rotary Position Embedding) &4 713k P &R 8 1 4k i — 4k e
e, WALEMF BN Q/K MAFINGSNSH. k4R D, i half = D/2, %
B—XHIE (), Tj4nae) M-S ALEMRIER M 0;, HitHEH

Y cosf; —sinf; x;
T = ’ ’ 7|, j=0,... half —1. (3-2)
Yj+halt sin 9j COos 9j ZLjthalf

SN ZE TR TE R
Yj = ;€08 0; — Tjina1e SiN0;, Yj+hare = T SIN0O; + T pare COS 0. (3-3)

ALK AT Qwen3 [ rotate_half FEXF 772, X4 Aok & 247 M _FR AR gt
5 Il 4G7 H
3.2.2.2 TileLang 3281

IN#% rope_rotate_half fwd WJ Grid & [M /blk_m], Hfp M =B-S-H,
4 block 4bFH b1k m {7,

24



e B R AR I (8 30

AT [blk_m, D=128] BH TR —ILZNEZM, P50 xsli, j1 (L)
L xsli, j+64]1 () WHE D=128 FP16 Afi J&) T < Wit £ [ — bank (64 4~ FP16
P54 128 245, B 32 4> bank 4% 4 F77), JEAL 2-way bank conflicte 230K « #f
i xs_lo [blk_m, 64] 5 xs_hi [blk_m, 641 PRHUMSIZEmE, WA R _LHFRZ

g

vk 3-3 - RoPE N#%
W EifRE X (MxD), igdE 4k cs 5 sn
ity JEfE e EE Out

1 /) IRERT R L, kP KA D/2 B 2-way bank conflict
2 alloc xs_lo[blk_m, D/2], xs_hi[blk_m, D/2] in shared memory
3 load X[row_tile, O : D/2] -> xs_lo
4 1load X[row_tile, D/2 : D ] -> xs_hi

5 for each (i, j) in parallel over [blk_m, D/2] do

6 ¢ = cast(esl[i, jl, fp32)

7 s = cast(snl[i, jl, £fp32)

8 x0 = cast(xs_lo[i, jl, £p32)

9 x1 = cast(xs_hil[i, jl, £p32)

10 Out [row_tile+i, j ] = cast(x0O*c - xlxs, fpl6)

11 Out [row_tile+i, j+D/2] = cast(xOxs + xl*c, fpl6)

AutoTune ## 2 4 BF 4 (blk_m, threads), 3t 256 /> confige M A B H Ak
blk_m /& 64~128; M H/NHEU/INGE b1k _m RIS, F 4R Grid BEE 7857
FIH SM HA47 B
3.2.3 GOQA Prefill EF

3.23.1 EHRE&WH

Prefill W% gqa_prefill_fwd K HAMEIMZ Q 17+ WIEIMTHM K/V IZ5H
Grid 24 ([S/block M|, H,, B):

Bk 3-4 - GQA Prefill %
W Bl QK {HV (3YHk[B,S, H,D] ki)

25
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i HEEHH Out [B, S, H_q, D]

1 Grid: (ceil(S/block_M), H_q, B); kv_h = head_id // gqa_group

2 alloc Q_shared[block_M, D], K_shared[block_N, D], V_shared[block_N, D] in SMEM
3 alloc acc_o[block_M, D], logsum[block_M], m[block_M] in register (£p32)

4 load Q[batch, g_tile, head, :] -> Q_shared

5 init: acc_o = 0, logsum = 0, m = -inf

6 // WHERFRA: BB K/V 5§ GEMM T2 EE

7 for kk = 0 to ceil(S/block_N) - 1 pipelined do

8 load K[batch, kk*block_N, kv_h, :] -> K_shared // async prefetch

9 mask causal positions to -inf in acc_s

10 acc_s = Q_shared * K_shared™T // QK"T GEMM, fp16->fp32
11 m_prev = m

12 m = max(m, row_max(acc_s)) // online max ¥ 3
13 scores_scale = exp2(m_prev - m) * scale

14 acc_s = exp2(acc_s * scale - m) // softmax 4F

15 logsum = logsum * scores_scale + row_sum(acc_s) // & ZM

16 acc_o = acc_o * scores_scale /1 i £ E K
17 load V[batch, kk*block_N, kv_h, :] -> V_shared // async prefetch
18 acc_o += cast(acc_s, fpl6) * V_shared // PV GEMM

19 Out[batch, q_tile, head, :] = cast(acc_o / logsum, fpl6)

T.Pipelined(loop_range, num_stages=num_stages) m H] K/V i 5
QK" WHMFHHAK: FETHES kk Beit, SPBHBCE kk + 1 J9E kk + 2)
B K/V o

3.23.2 HEEFE exp2 BI5

exp PRI A 1 SEBLIE H 35T exp, o 4 softmax [ exp(s;/v/D) B85 Ay exp,(s;-
scale), HH scale = (v/D) ' log, e ~ 0.1275 (D=128 Ii}), Al 7EFF i3 FAST MATH
I WSt 2 SR exp, BTG4 . SRAN FP32 4 FP16 At SAF R, X
YE 5 Ja i i st cast 7] FP16,

3.2.3.3 GOQA 3phgt
5 Decode 281p), Prefill #liif kv_h = by // G [z 5E i GQA L, KV

skEREF [B, S, H_ kv, DI JUAAiJR, %L repeat_interleave #i KA ZAFH
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(S

AutoTune & 4E & (block_M,block_N,num_stages, threads), 3L 162
A~ config. BLFY B R config 7 (block M=128, block N=64, num_stages=2,
threads=256), K7 FARHE Ik 150+ TFLOPS,
3.2.3.4 WHRHSSIESH

GQA Prefill )<L nun_stages=2 B PHA K. £ 3-2 4
B=2,5=4096 (causal) T stages=1 5 stages=2 [} ncu i+4L&E %o

2 3-2  GQA Prefill ncu 7828 3tk

fEbR stages=1 stages=2
Kernel %E3R (ms) 4921 4.424
Grid x Block (32,64,2)x 256
Tensor Core #l| & (HMMA %) 11.8% 13.1%
SM Fit FUEEELF (%) 45.7% 50.8%
SM 5 H# (Occupancy, %) 12.5% 12.5%
L2 g 94.7%  94.7%
DRAM #2HL (MB) 168.6 167.9
Warp 4571 Ji2 [X] Top-3

Wait {5545 (5515 5320 BRAE 52 ) 1.31 1.33
B2 K LR BRI (Math Pipe Throttle)  1.06 0.98
Long Scoreboard (&5 HBM) 0.93 0.12

Floating Point Operations Roofline (Half Precision)

Arithmetic Intensity [FLOP/byte]

3-3  GQA Prefill Roofline

B 3-3 W, BRSNS TE Roofline “FHHE; (Al = 1820 FLOP/Byte > R &
. 156 FLOP/Byte) , B GQA Prefill J& T 32 R F——FEIt X [5] HBM iff
T CARS, FRTHERE R R EEAE T4 & Tensor Core FI| F 255yl D1+ 3455 o

Bl 3-4 R T R B E T warp 55 >R J5 Y A8 {k o stages=1 I} Long
Scoreboard HE4 % 4 (~ 0.93 cycles/inst) , B warp 7E2H: HBM $c48 55k

SMEM HJa] K& a5 %E, T3 stages=2 J5, cp.async 7E24 7] GEMM 5434 ja] 7
27
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(a) stages=1 (Long Scoreboard 4% 4 K {24l (b) stages=2 (Long Scoreboard i3 F[&)
I5)

E 3-4 GQA Prefill Warp S5 %5
HUF—3 K/V, Long Scoreboard [ £ 56 10 i (=~ 0.12 cycles/inst, [&lig 87%); 5
I R 8 2R K 2R PR i (Math Pipe Throttle) T Rk )55, 1% B Tensor Core

T3 74 MR

= Timeline View ~ | | ® Options... 2 Q 1x

6s ~ 3 +640ms +660ms +680ms +700ms +720ms +740ms +760ms +780ms
100%

» CPU (128) j

~ Processes (8)
~ (®) [2129028] python .10 100%

» CUDAHW (0000:51:00.0-N'  Kernel
~ Threads (71)

..to 100%
~ [ [2129028] python ~

NVTX
~ CUDAAPI
CUDA Overhead
Profiler overhead o
.10100%

v/ [2129073] python +

3-5 nsys BF[E]Ze3TEE

& 3-5 7@id NVIDIA Nsight Systems (R EEE T B, &K nsys) HE
2% YOR ML I AE Bk neu M WA E DL NVTX RiE X 53 T6 i K 48
(stages=1) 574K (stages=2) WEIXa], BB AT 10 X kernel launch
PLE X A #ERf. NVTX #ric X 8] stages_1_no_pipeline S FEH} 49.274 ms,
stages_2_async_pipeline G B} 44.586 ms, PEREFET 1.105 %5 8B IRAE
R4 5 4.927 ms 5 4.459 ms, 5 ncu BARRE (4.921 ms/4.424 ms) iREHTE
0.5% LI, BN TEATRAK L) 10% R E AR .

3.2.4 GQA Decode EF
3.2.4.1 Split-K ZIHl

Decode i} S,=1, QK iBfbl [1 x kv_lenl. ¥ Q Al tile, FA tile
HA 117, Tensor Core M=16 M £ 5E 2 ToiEFI H o Split-K ¥ KV 4 4]

num_split B¢, BBOMS7 i partial 3% /7 (4 partial softmax iit& m, (), Hx
28
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Ji 5 Befif reduction &9 128,

FHXTHL pass SEIR, Split-K BT & 75 Z— IRAI M reduction kernel 4 Jf:
partial #y M. (I35 Decode 442 1 LLFI F Tensor Core fI4T73F4T7 B (B5 heads
55 splits) o
3.2.4.2 TileLang SEHL

N #% gqa_flash_decode_kernel f Grid &y (B, H,/valid_block_H,
num_split), block #b¥—%H heads 55— KV:

ik 3-5 - GQA Decode %
W &M Q, 4 K, {H V(394 (B, 1, H,D] k&)
By FRrH Y PartialO, XHORFIHE4L glse

t// Split-K: KV FREKE 4RI 24 num_split BIFATALE

2 Grid: (B, ceil(H/block_H), num_split); kv_seg = kv_len // num_split

3 alloc Q_shared[block_H, D], K_shared[block_N, D], V_shared[block_N, D] in SMEM
4 alloc acc_o[block_H, D], logsum[block_H], m[block_H] in register (fp32)

5 load Q[batch, 0, head_tile, :] -> Q_shared

6 1init: acc_o = 0, logsum = 0, m = -inf

7 for kk = 0 to ceil(kv_seg/block_N) - 1 pipelined do

8 offset = split_id * kv_seg + kk * block_N

9 load K[batch, offset, kv_h, :] -> K_shared // async prefetch
10 acc_s = Q_shared * K_shared™T // QK~T GEMM

11 m_prev = m

12 m = max(m, row_max(acc_s)) // online max ¥ I
13 scores_scale = exp2(m_prev - m) * scale

14 acc_s = exp2(acc_s * scale - m)

15 logsum = logsum * scores_scale + row_sum(acc_s)

16 acc_o = acc_o * scores_scale

17 load V[batch, offset, kv_h, :] -> V_shared // async prefetch
18 acc_o += cast(acc_s, fpl6) * V_shared

19 PartialO[batch, split_id, head_tile, :] = acc_o

20 glsel[batch, head_tile, split_id] = log2(logsum) + m * scale // ¥ reduce fi%E
g 1% g g

g — B — /N kermel 5 num_split BZfifl log-sum-exp rescaling 5
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partial 4 HIIASORAN, 45 B4 M H -

Qwen3 it E T~ Q F H,=64 3k, KV A H,=8 3k, group size G=8; Kernel i
if cur_kv_head = hid // (kv_group num // valid_block_H) ¥4:/ Q head
block ittt 2] %f B2 KV head, M GeX) KV 5k &l repeat_interleave #Jfk.

AutoTune 8 2 4k F 47 (block_N,block_H,num_split,num_stages, threads),
3t 480 4~ config, Decode %I EIZE 0.1 ms B4%, Mgrs 5EECE , AutoTune ff)
HE MR AN 60 (HABSE T4 20) LIFIRIE R 4R EEE
3.24.3 RRHKIESH

EF%F Split-K 7728, £ B=16 KV 544 BF 4096. S,=1 F X} split=1 5 split=4
it neu THEES XL, S5 ILF# 3-3.

% 3-3  GQA Decode ncu $T#12E 3 TLE

Fehr split=1 split=4
Kernel ZEiR (us) 302.3 229.7
Grid x Block (16,8,1)x128  (16,8,4)x 128
Grid & blocks 128 512
SM 52 (Occupancy, %) 6.27% 6.20%
SM F i HUEE LA (%) 22.6% 29.8%
Tensor Core | IR (HMMA %) 9.19% 7.97%
DRAM 35 (MB) 269.9 270.8
L2 fyp & 25.9% 24.6%
Warp 545 )5 & (JEAjI0)

Wait 45451 (515 S04 E SE ) 1.84 1.81
Long Scoreboard (&5 HBM) 0.68 0.95
Short Scoreboard (&£ SMEM ) 0.40 0.32

A5 R Split-K (i 245k B Y grid JR47 B (128512 blocks) 5
R SM AR, A A2 (occupancy) &t HAFUR: LU £ I AT 7GR
& il SR A o
3.2.4.4 SEAKRE

TileLang kernel f tile 4% (block_N. block_H. num_split. num_stages.
threads, %480 MECE ) it Gautotune YEH I MHE R RAMICE, )5
A4 . SRTIAESG B3, KV Cache [1))F5 K B kv_len AR B4 AiE

R OMNEH2ET) . w0 BT R ER % — K autotune, 5| AANH]
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FEZ I —RMEIEIR——480 A~ config B — L, BAANMTEARZAI T 3-5 409, AR AL
AR kv_len AIHRECH ZET N AFEME, R4 I i SL RAERL A o
ASLBETHY _bucketed_decode FRME LATEAR 43 AliGETT bk [l FEvinH] i il
B BET, AR kv_len B4 (0 {512, 1024,2048,4096,8192}) BIZizlT
autotune, KEx L tile H N\ decode_configs.json; iz{THf%HEH Decode ¥4 52 PR
kv_len Wit 2] EHRIMAE S i & bucket > kv_len A&/, 3570 5 RAHMIEK
ROARAIFEET, DENDFE (F.pad) X5F KV IER: K5 B
I FFESE LMK kernel, 2T NP4 autotune, T THBRAEIE I 2R 13 48R -
S HEPRZL pick_bucket for_kv FJSZELUNT :

5 3-6 + _bucketed decode L
WIN: B q 8k vERE, TSI feasible_kvs
Wity fEASERER 1

I function pick_bucket(actual_kv, buckets):

2 for b in sorted(buckets) do
3 if b >= actual_kv then return b
4 return buckets[-1]

6 function bucketed_decode(q, k, v):

7 kv_bucket = pick_bucket(k.seqlen, choices)
8 k = pad_or_slice(k, target_len=kv_bucket)
9 v = pad_or_slice(v, target_len=kv_bucket)
10 cfg = fixed_cfglkv_bucket] // &% AutoTune RIS

11 kernel = compile_kernel (kv_bucket, cfg)

12 return kernel(q, k, v)

AL LL 128 token A FE, B bucket(l) = [1/128] x 128, &K Decode
WHIIUAR KV BRE R L A 127 token. 2] A i T B0 PG A X T 85 40
63.5/1, B | WERIEW SR 0o X BESFA I (I AHILE prompt 4 FELMEIEK
BRAE) . BRKESBEFTENEE R, LhRPIFERT B thsh, FIH
FALIGI KV R, AR QKV THE R IER I (mask fRIEI AL HTE R
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TER 0)o S FPHIK LTI LA

.

6.2% [ = 2048
dmax(l) = — = 3.1% [ = 4096 (3-4)

1.6% [ =8192

\

DI K kv_len= 4096 Kpfil, TG4 Al AR it #2 o 48 3 LR B autotune,
F% 4096 KARM, KL 4096 x 3-5min ~ 8-14 K. £ K FIHIRLEE PO RY
{512,1024,2048,4096} , BLRARMIL 4 x 3-5min = 12-20 438, (EAHEFRY 5K ]
¥ 2048 token, FRYPI LA T IE 2047/2048 ~ 100%. ASCR I 128 token i
L3208, ERL 1.6-2.7 /N, KU EREAE 127/128 (LEZLEMRERE )
TE 1 > 1024 BRI X R] N TUARBH AT FEE 12% LLF, MIMTEE L tune 485 4%
EPERERIR Z MBS B R BT

LAAORA S 128 token R BN B LR PR I HE 4R BB/ B 2% (IR TG 4 A 4
H), JHEfRKFS] (1> 2048) MITCREHIFES) 6% LUF, TR Bafgaz,
3.2.5 SwiGLU EF

3.2.5.1 EEEEIH

Qwen3 FFN /v #:

FFN(z) = Wy - SWiGLU(W1z, W3z), SwiGLU(a,b) = silu(a) ©® b (3-5)

Hrp Wiz, Wz € RM*dm | g =27648, M =B - S,

PyTorch eager ¥; F.silu(gate) * up ¥FE M4 kernel, € silu(gate) HH
HrEBK i tmp (3 gate. 5 tmp) , 5 tmp * up HEHH (5 tmp. Eup. F
out)o HBM ERBEL) N SM N, -2 577 (BLE3IE+25); MELHEHN
i kernel, {¥i gate. jZup. 5 out, MiEIEZE SM Ny, -2, TTEZ 40%.

3.2.5.2 TileLang SCH

W% swiglu_fwd A 1D Grid [M /blk_m]|, 4F block #F N Z4EJEIA blk_n -
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Bk 3-7 - SwiGLU 4%
N 1ESGY Gate (MxN), EFHE Up (MXN)
fth: BbE I Out (MxN)

1 Grid: ceil(M/blk_m); alloc gf[blk_m, blk_n], uf[blk_m, blk_n] in register (£p32)

2 for kk = 0 to ceil(N/blk_n) - 1 do

3 load Gate[row_tile, kkxblk_n : (kk+1)*blk_n] -> gf

4 load Up [row_tile, kkxblk_n : (kk+1)*blk_n] -> uf

5 // silu(gate) * up HEHFHFRENTEK, LFFEKESE HBM

6 for each (i, j) in parallel do

7 silu_g = gfl[i,jl / (1 + exp(-gf[i,jl))

8 Out [row_tile+i, kk*blk_n+j] = cast(silu_g * uf[i,j], fp16)

J5 F TL_ENABLE_FAST MATH, T.exp Wi h _expf, ZJ 5% $&i#.
AutoTune # 2% 4E ¥ & (blk_m,blk_n, threads), 3L 288 4~ config. X}

N=27648, Hff config £ (blk_m=16, blk_n=2048, threads=512) [fiT,

3.2.6 W4A16 GEMV BEF
3.2.6.1 #FMHlL5EIBEN

TR IYLE FP16 A5 B T 1517, MR Decode B, MLP JZH)=
NEERAY (gate. up. down proj) & E B WAL FEIEFES . Ll Qwen3-32B
Hfl, BJE MLP B ZAME A 114 849 MB (FP16), AR —A> token 3
M HBM SRR —i , 5ARGTHRZ (FAREE) {14) 1 FLOP/byte, i
fIEF A100 ffJ roof 45 5 (£ 312 TFLOP/2 TB/s = 156 FLOP/byte) .

W4A16 (INT4 AL E + FP16 i#7% ) WAL E AL TEM 16 FLE46 2 4 /i, HBM
PO SR I R . NI TEAS B AR ARLRE BE A% GBS 4 FP16) FY i
T ¥ MLP Decode [ 12 E SRR 4x o AT BREFAHGTE (packed 3
LOP3 interleaved i J5)) 5 NZHIIARH 5347 : Decode B B i) 73 A BE SR L AE
3.2.4 Tigi—#fiik . monkey-patch Bl I 3.3 15,

TERALRL B ERL |, WBAS (IE 5IEIEILE INTS) 5 W4Al6 (AL
HEAEE INT4. UG RRF FP16) & KIE S BAMER P R WALk, WE
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7£ Decode 375 N IV RERFIEFFAEAR R ZE 57
Decode [t Bt 4 45 {XLE i —4> Token, S, = 1, MLP {48181k 4
Mrr T (GEMV). BALEMRE W e RV, By NTE « € RY, GEMV 5

AR EE R -
INK 16
NK -by/8+ K -by/8+ N -b,/8 b,

H by, 5 be 4 HANESBIERALHE (bit) o /AN WSA8 (b,=8) 13 Al =
2 FLOP/byte; &\ W4A16 (b,=4) % Al ~ 4 FLOP/byte. Fi# kT A100 B
# . 156 FLOP/byte, ¥ 41517 32 BRI I P @ SR I A T H SR, T
J& HBM #f 9 5 A T 404 2 ) e A

FEVITE 32 BRIX., ZERITALIE b el 1540 . W4A16 ALFENLFE A FP16 (1)
1. PUEBHUR /N WBAS R EHNLTE & WAALG [ 2%, FERIE B4 2x
(HTE R W H AT, WRAREER) . thAh, WSAS TWEXMIEZIARMA (BT
064N Token THELRBEHF) , SINBIMAIZE Token HZAHRAE; 1T W4AL6 ff
Fi FP16 i . AESNASRITH . ks 7S B RA0 T i BB k.
i UL E4rAT, W4AL6 7E Decode i Bt w] I H A i IRHY) HBM 77 58 H 1 5 B fri Y
BT R, EARGHEIRRTTR.
3.2.6.2 WIZEH: INT4 KBS FP16 BN

W4A16 GEMV W% O HRERTET GPU Gz 4 A28, INT4 AEAHEIS
TR T 2 5N FP16; AhRExE (AL R0 B 5 ms) &
5~6 %364, TE GEMV g4 FARIT R . AL DL = Bt /K R A £ S 38 7
NGRS THESZ . Hi, NELZ PN INTA ;78— INTS FE, I
nibble 7E{H4(F. & nibble £ 4%, fff HBM (5 140 FP16 ) §, Bk DRAM
HEWIZHE LA SH; T.Pipelined fLh cp.async 7E 524 i 7Bl HHL
F—4yHt % Shared Memory, LL¥E3 HBM #E5R. Bfif5, LOP3 (lop3.b32) fEif
FARA XS ZM 32 ML FFAF AT AT RS (| immLut $55€), 454 FP16
IEEE 754 {35 5 B BESL Chias » ¥ nibble B HEMU B RN, H24 T35 P IF4Y
f) INT4—FP16 HMFR, HHiLL—4 FP16 WL C MR E RIIE, 2124 4 5% PTX,
BANE B RB Y] 60% RIS ; interleave weight () JIFiZE EHE nibble, fi

34

Algemy = (3-6)



e B R AR I (8 30

1op3.b32 Al 5 LB . HJe . MRS FP16 BUE 530E « M s, 2
IfR ¥ 7E FP32, FIEITREE s; () #k % Shared Memory) 5 [A] HBM.
BB =Rr B TileLang H A SZHLAN T :

4y 3-8 - WAA16 GEMV Py
WG WS A (MxK, FP16), ®{LALE B (NxK/2, INT4 packed)
Hith: #ith C (MxN, FP16)

1 // &P threadIldx.x = reduce_thread (K [{##)), threadIdx.y = n_partition (N
1] 43 41)

2 Grid: (ceil(N/n_partition), M)

3 alloc A_locall8] (fp16), B_q[4] (int8), B_dq[8] (fp16), acc (fpl6) in register

4 1init acc =0

5 for ko = 0 to ceil(K/block_K) - 1 do

6 vectorized load A[row, ko*block_K + kr*8 : +8] -> A_local // 8xFP16

7 vectorized load B[col, ko*block_K/2 + kr*4 : +4] -> B_q // 4xINT8 (8
nibbles)

8 // LOP3 frizff: H¥4§4f INT4 nibble Bi4tE FP16 E#, THAR EMN

9 B_dq = lop3_dequant(B_q) // INT4 -> FP16, ~4 PTX #54

10 for ki = 0 to 7 do

11 acc += A_locall[ki] * B_dql[kil

12 warp_reduce_sum(acc, dim=kr) // warp W ¥ reduce_thread
kA0

13 if kr == 0 then

14 Clrow, col] = acc

W 4% Ll reduce_thread=32 (—/ warp) A5 K 4B 1 4 19 4,
n_partition=4 ¥ N 4EfF i — /il 3) threadldx.y, N EFEIE K/block_K
i R RAmE 8 4> FP16 JiE 5 4 4~ INT8 (& 8 4~ INT4 nibble) , it
T.call_extern ¥ LOP3 PTX NIRpR% 5 i Ae & ik, /5T FP16 1]
ENFRRN. TERLERE B warp A2 &I EE R4l
3.2.6.3 ETAE: packed B LOP3 interleaved % /&

TileLang Y] W4A16 GEMV kernel i ff LOP3 {yjiz5454 (1op3.b32) FE3F

125 BN SAL INT4 SR FPL6, TR II7ERE. LOP3 4541y IE fibhfT 2
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RIEAEN AT #4E 1Y interleaved JHFFHESY , X — 75 H A INT4 $T614& X
(fi nibble f7-H% 51 i nibble FFar40%51) A, EULTE patch IR K 58 A
JRete. HAETE CPU ¥ FP16/BF16 AUE M W € RYV*X {7 X FR INT4 &
fk (range [=8,7)), B4EHIA T 5; = max; [Wi;|/7 FRALAE Wi; = round(Wi; /s;) e
W S5 HAH SR P 51 FE N — int8 5275 (K nibble Xf W (B4, & nibble X b 74
1), BT [N, K /2] i) packed 35t . §2/5 ] interleave weight (packed,
nbits=4, target_dtype="float16") (tilelang.quantize.utils) $% LOP3 i
175 EHE nibble, HitHFARAS 4 [V, K/2] int8, Wi ERA SR ES CUDA %47 4%
SRS o

T4 GPU A7, BB PR FRYE CPU _L#fT (_quant_pack_cpu B
), K2 interleaved int8 5K & & 1] GPU, J§i#A FP16 AL E W] {E patch 58 BUa
M GPU BAFFEIK . Interleave A% # X & ML EFE AN AT —IK  (FE patch B Br)
ZJGIK Decode ¥ EHAR FIFALIE )G Y _wa_gate. _w4_up. _w4_down jKH,
TFeARAN T o
3.2.6.4 TEMEIES

TR M=4, N=25600, K=5120 (Gate %K 2, 54EDUE % 4-8 1 Gate
proj MITERZSE—30) - REWTLL ncu -k {41} TileLang [ main_kernel 4
Triton ff] _w4al6_gemv_kernel, HERSANEE HIALHL MY BeA%H BN kernel ; 4% )5 b 42
3 ¥K launch Y i, fiffA A100.
% 3-4 W4A16 GEMV ncu NiZ$g+R

f5hr TileLang Triton

Kernel ZE3R (us) 165.3 516.8

Kernel 44 (demangled) main_kernel _w4al6_gemv_kernel
Grid x Block (1D [148) 25600x128 6400x128
Registers / thread 38 54

SM 5 & Occupancy (%) 69.1 53.9

Waves per SM 19.8 6.58

% 3-4 LW TEMFEAEZIRT . TileLang MNAZHIXS Triton PERESETT) 3.1
% Wi 4F block ¥k 128 &%, 1H Grid ML 5 AR FHEAE AR (Triton 2
Fraw I RRIEAR) . X BLA R B AT R 235 8/ T P LR

% 3-5 53 3-4 X HET] L TileLang ) DRAM HFH: A B (E K 83.5%. L2 &
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% 3-5 W4A16 GEMV ncu EligEMT
#5845 (SOL Throughput) TileLang Triton

L2 Cache 78.8 12.2
DRAM 83.5 8.0

iK% 78.8%, Triton 43I A 8.0% 5 12.2%. W4A16 GEMV it ZoAL B 3525
Y, BAENTH—K, L2 TR EAKE M, DRAM 5 H R Bk
SEVERE: Triton B L2 FF g i T H DRAM 5t i BRI E AL arh 1 L2,
(B R ATIARAR , ARAS R B AR Tk =z B3Rk 80 SM 28 %%, TileLang ji i
T.Pipelined 5 cp.async fEIT5 Y 51 o Pl S5 TN — a0, A7 28 4F
S ®ITHiER, DRAM 5 L2 W335 85840 FIH . 5% 54 R wall-clock
AL ] — 2K
3.2.7 KREBEREFLL

Bl 3-6 XFEL T N RHAT- TileLang 5 Triton SEELRARASITEL O &2 HEMIA B
B 5457 ER4T) » RoPE | Triton 588503 M/S/H/stride_xm/stride_xd Z3f:
¥£ kernel N F- 13K position, TileLang M T. copy FaZ: stride, 1 position 54
A T.Parallel, #UEHEZ) 20 17, AHXS Triton (248 17) L& E4FL) 3.5 £%.

I Triton M TileLang

450 Triton/TL=2.2

Triton/TL=4.1x

428
359
350
300
Triton/TL=3.5x
248
] 250
[la
E
198
& 200 Triton/TL=0.9x
175
164
150
Triton/TL=0.7x
105
100 88
71 Triton/TL=0.9x 69
) . 47 i .
0 .

RMSNorm RoPE GQA Prefill GQA Decode SwiGLU WA4A16 MLP

B 3-6 NEFRAAITHEXIEE

GQA Prefill H Triton 4l F5 group MLE}t. softmax rescale 5% %% t1.1oad,
TileLang ff] T.gemm/T.reduce max/T.Pipelined ik [a]—it 5 18 i1 4 iFas 4b

4 layout 5K, 1780 359 &% 88 (41 4.1x),
37
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GQA Decode F] Triton 225 F T4 Split-K [ KV tile. 5 CTA softmax 5
49f, TileLang Ll T.Parallel/T.reduce iR Split-K 3 14w idcas 42 s CTA 19
4], 4] 198 7%} 428 17 (4] 2.2x).

RMSNorm 5 SwiGLU J& T B4 2 8% 7t % (elementwise) 5, P2 DSL
WSS AT, PSR . W4A16 GEMV HBI/ ULz %5 TileLang (105 17) £
F Triton (69 7)., A LOP3 Jz BAk >R 4% %€ interleaved 7 J&), TileLang ¥F T. copy
Hrik A\ nibble FHESHTAL (£)3047), Wi Triton W] ff CUTLASS XUz #R1E 224
R/ RNBIC G KRB, TileLang LM 2-7.7x , BEBFTELS AT
ROEFFTC R XS, APEREATH interleave B 4RATI (E AT -

3.3 EEEES|E

AR S| R R P2, AT T A 1 R P BE S B A
AR, g —EH A KV Cache 5 #AT. K 3-7 LL—A> Transformer Block
(effegn)2) HBIT, eI THBEEER P SAE TR ERT. kMRS
BAIRES o

B [ Hidden States i\ J
(@ TileLang BT 2 &5 Gl > [P
(0] wante Z2EF (TileLang) v
BLAS B (K% @® RMSNorm (Attention &if)
EEIABIEES €AY BATHNRIL - [B, S, 5120]
Prefill B&1Z v Decode ##12
Monkey-Patch JEA & @ QKV #% (cuBLAS)
* RMSNorm x 64 (Attn + FFN) FP16 GEMM - Q/K/V 14354
- Attention x 64 (ZH&1Z5K) *
« SWIGLU / MLP x 64
@ RoPE

HEs&AIE YRS - [B, S, H, D]

@a GQA Prefill @b GQA Decode
1R Softmax + ik Split-K 747 - [B, 1, H, D]
KV Cache — KV Cache A — KV Cache £EX

Transformers i—&2

\ 4
® 0 #% (cuBLAS)
FP16 GEMM - [B, S, 5120]

v

® RMSNorm (FFN #i)
RMAMMERIIL - [B, S, 5120]

Y [ 7

@ GatelUp &5 SwiGLU © Down &%
W4A16 GEMV BLTEREEE W4A16 GEMV
INT4 #XE + FP16 #E [B, S, 17408] > [B, S, 5120]

3-7 Qwen3-32B Transformer Block I IE RS E FEIRERE

PR B 5 25 5E 1 B 17 I A T L] (monkey-patch) 4 TileLang & 14

WAZTCARANHTEN Qwen3-32B HUHMERL AR o HAfitid et : YERERNINE 285 . 5
38



e B R AR I (8 30

3k P T A R, % Qwen3RMSNorm. Qwen3Attention. Qwen3MLP = 2Kk
I H types.MethodType, ¥ JRIGMH forvard 77k Jy TileLang 355290, [
I O B A A B 2 S LB AN o B E AT R HT — M S A, ARSI
1742 5 )5 4h HuggingFace SEL e 2%, B2 AL T AL 3.

B Y 5% SR BB R A AR TE Attention BUERINFR. [T Prefill 5 Decode P
AN BT AL SBARAAR . BIEAERE IR Attention [ forward i, ARG
NI EE Sy SERF M IRINAZ : S, > 1 I GQA Prefill Bg4, E43H Softmax
k&AL S, = 1 P13 E] GQA Decode B2, i Split-K I{7ML). X—
53URX MLP & RMSNorm B4 & To 55 A i —— IR forward Y[ AIXT M Y
TileLang 4%, HH MLP [ Gate/Up/Down $35% % Fl W4A16 Bk, Ll INT4
IEFHH I Decode BB M 8 W4 - WM 3-7 iR, AEFHA LI
e, I QKV $525 O #5% A cuBLAS B 323 H VI {8 177 {3 B8 J 6 52 o

RTINS B AR5 IR W] SRR =07 1 3k — 2 5 AL B 3
3.3.1 B]RY

monkey-patch [ Hij$2 & TileLang 5717 4 b5 545 PyTorch $.+-58 445
. Bt s LR ARBE TGN . it , AL R TE TR« B 5 AR R =0
1 5 )R IR L) — 2 TR 540 R L NS ATAR S i (stride) WA B2 5
JFRGAET—2: RMSNorm 452 M, N1 8{ [..., N1, RoPE 4% [B, S, H, DI,
GQA Prefill/Decode #4 [B, S, H, D] i Q 5 [B, Sky, Hiy, D] I KV H{H I,
Hi A XT PyTorch 3% 52 P/iiE 1) allclose(atol=1e-2, rtol=1le-3), ¥ T
BENFIIBTT verify_*, RiEFMAEHe; FP16 KR atol = 1072, rtol = 1073
LR E . EMEM L, JIT 5 AutoTune {755 UKV Al B &: , 453 LU\
shape 4 key 247, TaiSBmBEL P EF, FELPRF, BN 20,
3.3.2 Prefill/Decode I&1E45 K

GQA TEWAMY BB T B SBARAN R, T ML N L. Prefill i
Sqg = Sk = N, QK" 53 MEM T, N LI HE Softmax AbBE, tile &
L (block_M,block_N,num_stages) *F. Decode B} S, = 1, QK" iBfk
M E-EER, 1 Q 7l tile YA 1 17, Tensor Core JE IR HE L. Bk
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Decode 3 Rt KV 4EBE] 4y (Split-K) = ¥4 kv _len 354 num_split B4y 4
JI5. partial 3 15 softmax GiiT &, FHM—IK reduction &3F, tile 2H(AEH
(block N, block H,num,_split,num_stages).

Wi B RERES b by, 51 BEIZTTRIARYE S, AR, XHH &
8
333 AREAEMEERE

PAZ JIT Zwi R IG 3l BB 2] PyTorch JUAESCEL, HEBRBERE AW, @i
PREEAR B TILELANG _VERIFY=1 A] FFJHEU(ELIE, K% 5 PyTorch 2% 5L
P allclose Fudk, PEREINAIS S . SREENAZHT G # N CUDA Z#{}: (CUDA
Event) {CR#ERS, #iHi CSV RS .

34 TERIEIEIT
341 ERRREOSSHEER

BYE iFR

HERE
5 - BRINE

3.2 T9F1 3.3 Tk T H PN G HERIR S 2, PIE XM — R EE—

EJuE

RMSNorm

3-8

Qwen3-32B &E!

B1TEHAE - monkey-patch

API: generate()

W frEgE
BALE - BE

@ Z Agent tHME

2 Agent FHRIEEBIER
8 BH R MR
SCRPEM AT

TER TR
HERSE - BRI

ZEIRIEREXLE

BREREASSNASE AN

generate (prompt, backend, batch_size) -> token stream

40
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prompt SEHi N A, backend 15 EJiK)Z LI (TileLang / Triton / PyTorch) ,
batch_size ¥l A& XAH O NI ESALM SR E N AR EHE, Bt
MG H B £ Agent BMESG AR _LJE W XA B R H [F— &4
Jaim (K 3-8), Ui m i A 7RIS backend 24K, T & B AIAXARD o

TN O 2 BRI, AR R Z s TR Mg . £—,
155 R SOMSI4E . Toib R BARXTRIE RS Agent Fi R, - MESHFRA & H
AN B SC, HERRM A BAT 55 4E4P S ) KV Cache, BATHE. 2B, W
it 5 S mE . HEFLEE R LU token W77 Rt 2R M1, AiviidE s 20 B E 25
T, MRS B A B SE S — R PR R BN, 3O R ) e . T B AT LY
Mo 25=, VEREFEARTERERSE . 0t SERFVERES R SIS R R P R e, 12
AR 5 G O T B I AT RGERAS . XEFE M E RN R TR, &
A2 HJe LR AEAT AT N B A S B 5
342 % Agent RS RGEINEXS

ALV Z% Agent UMEME 3L HIEIZW BRI i EX—HRb, &
A~ Agent AR [F B3 HTEST, FA 4 B ISLIY prompt——Fil AN, it R K 4>
BT Agent HI$/RIAIR M T2 LR, TREESHT Agent MHE /R TR A5 557 RE R 4L
i, BALIRZE Agent SRTEEENG B, SEAM Agent $HXHSH % . 15 Agent #;
WA Y System 54 540H5 B R SC, [ [R5 b & R I 2 HEELE R . R i TEIE
F7 AL HLX B M [ A4 N 3% token TR 45 R ik, RG ST B4 1A
1) A [vil 6 T 7 B D REA R . £ Agent I & HESHUASSHL IR 1m) 358 AT P00, Pl 2%
BEYL LTI R AL S5 I SN B 45 Agent IR RREE R Ja 70 B I 42 A B 1
kS5 AL AR SS 285 6 . IB4EN BB I YOR IR IR 55 B 1 TR R
BT REFE PR IE XS LU A W) 5 i SE IR I o 7 AR 3 Y ] — 3L S i S 4], R
I o
3.43 % Agent A& ELR

% Agent I MY 7558 B, OB B AR ELLE FREE — kB
BEL AR G AR S5 I S IR A - B 45 R o ABEHRIE I N IR 20 =44y AR
i bR R RS & Agent LSS 184, ZFH RN A& h%& Agent
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# H 1) 5% prompt, P HHHE — AR5 ET3C, BIAr st B g
Prv BALIRE. SERMREAFES HHIBELEIGS . THELHM.

TR IO, MR A b T AL, B AR 84 token RJ) SR % 250t
[, Agent WY JE7RR A, FP Jo 5 S FRp A BT 55 52 )8 [ A7 a4 Agent po e
PERE . SRR FSHER I RN G Agent B4R CRERT . FH P TG 1A 4 i i
TEF 5 DB Y SR iy 5 B2 o B LA 3-9 B

uuuuuuuuuu

3-9 % Agent & HEIEIELR
3.44 RS HTIIZEEIR

J i o3 AT M P A T ) R S5 BR BE RV BE B, Ok BRI E A
ATCTE B F RS B T E AR IR S5 W2 T R B S5 PERE KT AR DI
T R B IR S hi s T Hik, EmA TR R BAES IS
KPR, MAEMIBT R ER R TE P LS — I IR, A SRR S5 &%
& HE,

TEPERE P RAL b, BEHLTE 45 R B HT HT A5 B 3 s Bk b ) O 1 5
Decode it (tokens/s) , LATIMRIEASLF LB, BB G AT IR T A 24 1 52
BN ST S5 v 52 bRk e R

P~ T REAE e 36 ] R) —HE 3R 5 i 2 1], dl3d 58 —#E [ generate (prompt,
backend, batch_size) K3, PIH)iK)E LI N FIEK backend B4 KPPt
filif3Xf Lt TileLang. Triton. PyTorch =g v PEAH ] S T A7 I 55 E IR 22 e
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AR, RHRGEBUEM YRR, BEREanE 3-10 fix.

Backend Monitor
« Agent 7T

il B
Backend Monitor - Quen3-328 WAA16 - Dual A100-80G

& 3-10 JFimo i S iEER

3.5 FENG

AT SEN T [ % Agent #ERL RH) S BE R G5 KB HT R E X
ANRPE AT RS TR S € M i #EREYE )2 1 monkey-patch
PRI SEBUTCAR NG, FFRohakie 5 R R Mg — M ME N A
JRBUZ A% Agent IS BRI 5, TR N Z ESCHL T % Agent Ff & HEBEBIE
55 e A M AR . 3 i) SCAEE 2 B O Dk L A i i 58 LS AN T e i S B 1

AEXT HLEIE
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4 S5

4.1 EBIFES5FHEL
4.1.1 WHESREE
T SEGAE T iR [ e AL 5E o

=41 SWINE

iH BB

GPU NVIDIA A100 SXM4-80GB (SM_80, 312 TFLOPS BF16,
2.0 TB/s HBM)

faxE SM IfgP 1410 MHz ($E)5)

Xzl / CUDA  NVIDIA Driver 550.x / CUDA 12.1

Python CPython 3.12

PyTorch 2.7.0+cul26

Triton 3.2.0

TileLang 0.1.8dev (FETF TVMO0.17)

MRS B FP16 (KL E/E), FP32 (Hha 2im)

HHERZ= atol = 1072, rtol = 1073

412 WEHHY

B R 4 GPU B JE B B T B AL 4IE R . AutoTune 18 R FF4H
AT ANETLEIR . Frf TileLang %145 PyTorch 2% SE B ok S0 (B I0 I J5 77

2 5%F
4.1.3 KR

AR EEL 4 A 55 Qwen3 #EFE AR EY case (F84-2) . BRAITIHEBSM,
—Fiifdﬁ%@%%i@%ﬁy\ Hq:647 Hkv:87 D:1287 dmodel:51207 dffn:27648 5 5%«% 2-1

—H.

x4-2 WidAHSHIK

Case HtE/F%) Decode kv len 15

1 B=2,5=4096 — KA prefill (B#R)

2 B=4,5=2048 8192 H SR R R 2R M

3  B=16,5=512 4096 BAEMH serving CKILEEFF)
4  B=8,5=2048 4096, 8192 K Ht & prefill+decode
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BT BTG RIRAE H 3R case: RMSNorm 5 SwiGLU {fiff M = B - S
17; RoPEfif] M = B-S - H /) token; GQA Prefill/Decode f#i ] _FiR#tE 5 seq
He
42 HEHFRHEHETEN

ATIX N R F 53 A TEA 4 ANFUAL T BEFT PR M, kb4 TileLang.
Triton &5 PyTorch =LA ER 5 F M, FHMHEFLZEEX L.
4.2.1 RMSNorm B4
42.1.1 4B

F A3 MEEIRPAEL (ms); FAN [M, N] i N=5120, 5 Qwen3 [gjii4E—

, M HFE 4-2 B case JR4:.

% 4-3 RMSNorm R EHE TR
S| M PyTorch (ms) Triton (ms) TileLang (ms)

1 8192 1.248 0.175 0.145
2 8192 1.248 0.180 0.131
3 8192 1.248 0.174 0.128
4 16384 2.230 0.314 0.234

I Triton [ TileLang

9.5%
8.6%
7.2%

Ff1 B=2,5=4096 =2 B=4,5=2048 RfI3 B=16,5=512 Rfjl4 B=8,5=2048

10

x)

834 PyTorch IN&ELE (

B 4-1 RMSNorm #B%} PyTorch filiELL
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4.2.1.2 o

55 Triton ALk, TileLang FEPYAN FI ) EXRE R, PEAEIRTE414 1.20. 1.37,
1.36+ 1.34 % (WWE 4-7), EEAZTHE A Finv std 5 H &% T.Pipelined
XTHY Bt = K-tile i) 53 B, Triton 1792 BYE A fE4s AL inv_std, HIRAR
TileLang ARFE B2 KL EE — Wy Bef) HBM 2. A%} PyTorch, F.rms_norm %EiR
#)% TileLang 1] 9 % 10 %, BRHEZRIHEE S )E3hHFE45h, aten B2 4453K RMS &
FALE 5 LA kernel, i TileLang 7E 5 kernel N ES& 58/, % Roofline {44,
ZH 3 (M=8192, N=5120) ¥ it HBM &%) 252 MB, 2.0 TB/s X} M.} a] A
#)0.126 ms, TileLang SZ{] 0.128 ms, i FEFI A2 98% (&4 L2 i SLi)y
T AT I T X D) o
4.2.2 RoPE &

4.2.2.1 %8

# 4-4 Jyrotate_half BARSER A% (ms); Sk4ERE D=128, 174 M=B-S-H,,
H13E 4-2 SHEADIHORE

% 4-4 RoPE W EEEIR
ESl M PyTorch (ms) Triton (ms) TileLang (ms)

1 524K 2311 0.250 0.174
2 524K 2.517 0.248 0.174
3 524K 2.283 0.251 0.173
4 1024K 4.517 0.477 0.328

4222 o

TileLang {E4Hf 4 A WHAH ) B3 HT Triton, AHEELL R 1.44x. 1.42x.
1.45x. 1.46x (LK 4-7) o MEKJEFEZ AutoTune FEAREH Rkl T8
A b1k _m L, fE LTI A split-buffer (xs_lo, xs_hi) f# bank conflict {54
WA BN T I R AR

M 1-3 B M 524HE (39 524288), =FIEIRTE 0.173~0.174 ms 2 |f]
FER <1%, HHIY4HT AutoTune il B T 4R 5 ERE. 204 (M=1024K) Fif%,
JER 0.328 ms, FEELMD .

PyTorch [ apply_rope_rotate_half jE torch.cat IIFCERM, LK
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I Triton [ TileLang

14.5x%

14 13.8x
13.2x
12
. 10.2x
9.5%
. I |
0 |

f1 B=2,5=4096 £fl2 B=4,5=2048 %3 B=16,9=512 Rfjl4 B=8,5=2048

(x)

8% PyTorch ANiLt
o ©

EN

)

4-2  RoPE #8%} PyTorch fNiELL
FiHr a5k & TileLang BRLPYAZRLG JEAHXS PyTorch PEEESETHE) 13 2 15 5.
423 GQA Prefill RIE
4231 #R
# 4-5 MRRER T (causal) FEERFEL (ms), H,=64, Hy,=8, D=128,

& 4-5  GQA Prefill I EHEER
Zf] BxS PyTorch(ms) Triton(ms) TileLang (ms)

1 2 x 4096 46.18 11.06 3.59
2 4 % 2048 24.13 5.81 1.98
3 16 x 512 9.27 1.86 0.81
4 8 x 2048 48.16 11.37 3.89

4232 S

TileLang 7£4 %K 4 A Wiz ] b 2.3 885 Triton, RS T4 54 3.08. 293,
2.30. 2.92 1% (WK 4-7). ARAS: FZH1 KA 2, FHHKE 4096) k%)
153 TFLOPS, (5 A100 BF16 Big% /7 312 TFLOPS ] 49%, iXE.ZJE cuBLAS
F 5 BRI K

PyTorch JFEA: %45 (matmul + softmax 3£#){k [B, H, S, S| score) #H X%} TileLang

18 11 2= 13 £%, HHE T 10 @I RAERFS T e s Prefill FFARGRE (Al

~ 1820 FLOP/Byte, causal, FEHKBE 4096) imE TRA S (=156 FLOP/Byte),
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I Triton [ TileLang

12.9%
12.4x%

12 12.2x
11.5x%

10

8

6

5x
4.2% 4.2% 4.2x

4

2

0

f1 B=2,5=4096 252 B=4,5=2048 %63 B=16,5=512 {54 B=8,5=2048

(x)

8% PyTorch ANiLt

Bl 4-3  GQA Prefill #83 PyTorch fNiEEL
JBIHHZIR, MBE SM 5 5 Tensor Core FI I TIIE HBM: 551K ¥ 4096 i
47 B O & LLRZI# Tensor Core 37K
4.2.4 GQA Decode #iE#
4241 %R
# 4-6 J1 ) Decode (S,=1) FERHAEL (ms); AR Split-K, kv_len

L kv %1,

% 4-6  GQA Decode £ ER
Zf B kv  PyTorch (ms) Triton (ms) TileLang (ms)

1 4 8192 6.81 0.343 0.155
2 8 4096 6.88 0.346 0.156
3 8 8192 13.53 0.645 0.229
4 16 4096 13.70 0.653 0.241

4242 S

Decode 35t TileLang Split-K 4T fitF Triton, P94 51 i i L oA
222222281 2.71x (WL 4-7) . iNiEH B &R ZRH 3 (B=8,kv=8192),
B 2.81x——K KV 5 F Split-K #)#5 SM IH47 BEARH A K

W 3 (B=8,kv=8192) Tii&, HBM &%) 268 MB, 2.0 TB/s X ¥ i} ]

T 5% 0.134 ms, TileLang 52l 0.229 ms, 5 5EH| 4 59%; 1\ Split-K £
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I Triton [ TileLang
60

59%
57x
50
5 44.2%
40
30
21x

20 19.9%
10 .

0

{1 B=4,kv=8192 {52 B=8,kv=4096 243 B=8,kv=8192 {4 B=16,kv=4096

(x)

8% PyTorch ANiLt

& 4-4 GQA Decode 8} PyTorch ANEEEL
SMAZ)E, HAKT BRI .
4.2.5 SwiGLU & ft
4251 S8
# 4-7 hiG SwiGLU iR i (ms), a4k N=dg,=27648, M=B-S
H1¢ 4-2 IR

£ 4-7 SwiGLU M EHFIEIR
ES1l M PyTorch (ms) Triton (ms) TileLang (ms)

1 8192 1.305 0.824 0.829
2 8192 1.305 0.823 0.828
3 8192 1.306 0.850 0.833
4 16384 2.593 1.592 1.594

4252 4R

TileLang 5 Triton ) Rl& SZBUAH X} PyTorch KRG F.silu(gate) xup 535 %)
1.65x 5 1.59x, HIKHEAMAF: KB&ET S KHBM 5l (4 +25), BE{L3
K QE+15), gk 5:3, Bt R 1.67x, L EiET. P DSL 28
¥E0.99-1.02x , J@F—H %% AR FEERS ; SWiGLU M4 T2 (elementwise)
e, FAARMERE ~ 0.83 FLOP/Byte (% 2-2), & TRE A, ML

HBM #eE . AT RMSNorm BB B2 IHZ2) 5% GQA 43 Hesfif4sk , SwiGLU o
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EIXRE M, A& gate. up HFHE K, gk IR REER. Ba
BICE F I RAEAR 1T H HBM 4 SE8{%E . TileLang 55 Triton #4754 1X —[&]
o

I Triton [ TileLang

1.65% 1.65x 1.65x 1.63% 1.67x
IH“ | Iﬁn | I”’x | I I

4-5 SwiGLU #8%F PyTorch fINiELL

22

20

o

#34 PyTorch fNiELE (%)
=

=4
o

4.2.6 W4A16 GEMV &4
42.6.1 %8

M Qwen3-32B LR B LBRETEAR . M € {1,4,16} B i iR E|
/NIt & Decode 7%k ; group_size=128, B IEXIHR scale 5F 5. # 4-8 AKX 2
SERPAE (ms), FBRSEIE D N x Ko
42.6.2 S

R F A JA45 = 05 . Gate/Up/Down (25600 x 5120) 7E M =1 B}#f%} PyTorch
2J 32x, LOP3 i /K5 INT4 JE4E&F K ; K/V proj (640 x 5120) X 4.7x-4.9x , [
FERE/N JRBIIFES S EL R o TileLang AHX Triton BI{EEGE M HERMHIF: M=1
I RIEL) 6, M=16 B%) Tx, HKJZ Triton ] B tr; > tpy, TileLang {5{RHF
trL < tpyo 21 ZHTGMR |- TileLang % Triton FIINE SR TE 2.0-7.7x (£ 4-9),
42,7 BFGZAaEtL

F 49 BN KA T IE LX) (A FLRBUIEHEDD case, W4A16 B 21 41
AR, B 4-7T BEBVER tra/tre (WAAT6 AL ZAE, XY M=1,4,16 L2I9{EH) .
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< 4-8 W4A16 GEMV R EHEIER

M E N x K PyTorch (ms) Triton (ms) TileLang (ms)
Q proj 5120 x 5120 0.463 0.106 0.040
K proj 640 x 5120 0.130 0.055 0.028
V proj 640 x 5120 0.164 0.067 0.034
1 O proj 5120 x 5120 0.465 0.118 0.034
Gate proj 25600 x 5120 2.074 0.392 0.066
Up proj 25600 x 5120 1.992 0.336 0.061
Down proj 5120 x 25600 2.123 0.398 0.065
Q proj 5120 x 5120 0.463 0.280 0.051
K proj 640 x 5120 0.175 0.089 0.037
V proj 640 x 5120 0.173 0.088 0.034
4  Oproj 5120 x 5120 0.433 0.245 0.054
Gate proj 25600 x 5120 1.988 1.317 0.174
Up proj 25600 x 5120 1.985 1.090 0.161
Down proj 5120 x 25600 1.991 1.332 0.174
Q proj 5120 x 5120 0.464 0.978 0.134
K proj 640 x 5120 0.173 0.175 0.042
V proj 640 x 5120 0.173 0.175 0.041
16 O proj 5120 x 5120 0.433 0.810 0.117
Gate proj 25600 x 5120 1.988 4.070 0.613
Up proj 25600 x 5120 1.985 4.059 0.594
Down proj 5120 x 25600 1.996 4.046 0.601

PRI R SRS
$—, R EERWEEBE . R FEEE A (RMSNorm Bl B A
Z]. GQA Prefill/Decode 43 He4EF43 ) 1F TileLang FAHX} Triton 7] 3% 1.20-3.08 x ,
LayoutInference 5344 K& EH
F, AR T RAE TR Z IR 4%t FE (elementwise) [ SwiGLU # HBM
WP, TileLang 5 Triton {¥ 0.99-1.02x Z=JR,
*49 BEFMELLCE

BT TL %} Tri Tri X} Py TL %} Py
RMSNorm 1.20-1.37x 6.9-7.2x 8.6-9.8 x
RoPE 1.42-1.46x 9.1-10.2x 13.2-14.5x

GQA Prefill 2.30-3.08x  4.2-50x  11.5-12.9x
GQA Decode 2.22-281x 19.9-21.0x 44.0-59.0x
SwiGLU 0.99-1.02x 1.54-1.63x 1.57-1.63x
W4A16 GEMV  2.0-7.7x 0.5-5.9x 3.2-32.7x

$=, W4A16 GEMV {35 k. W4A16 GEMV EfEHE K (2.0-7.7x), H

LOP3 i /KH8 INT4 n#% 5 s #fb E S, Triton 7E Kk M FiE{k1 TileLang 15 51k
51



I PNE 2 N S

M=1Triton W M=1TileLang [l M=4 Triton [l M=4 TileLang [l M=16 Triton [l M=16 TileLang
40

35

31x

30

25

20

15

483t PyTorch hIi&tt (tPy /1)

12x

10 9.08x

.09%

11x
8.02x
5.29% 5.93%
x 5.
5 aarx 4B AL 41 8 422x  394x
3.46% 2 3.70x 3.24%
2.36% 2.45%
1.65 I 1.97 o p22 0 177 151
0 | X2 ] L] {5 | X 4
> oY
Q(
N 0’5&

S

& 5
2

©
o¢ 9 o¢ =

12x
1x
5.33%
3.34x 3.32x
182 149
| | XE 49
e =
& ©
< o
00

4-6  W4A16 GEMV FHX PyTorch filiELL

B 4-8 LIV E AR / 3 AR S KRBT =R v DR A AR

W2 PR T 142 . %F RMSNorm. RoPE.GQA Decode. SwiGLU 2535 55
S RATF BBV E] tog = V'/ Bpea, FoH VB3 “ B EL G SLHLA /N HBM
MR, Bpea = 2.0TB/s; HFFEFI I ZE LN Mmem = min(100%, tpa/t x 100%),
FHx DU L AT AR A1

W, HEZRE T 142, GQA Prefill J&iHEZ R, MARE S Py = F/t,
He F =2BH,S?D (causal), 385 FHZE LH Noomp = min(100%, Pegr/ Ppeak X
100%), Preax = 312 TFLOPS, [REEXFPUA case SF4,

=, W4A16 [112. W4A16 GEMV R fFE ., M=1 I 1EiE R %
BRAG,  EH 200 s BT 45 AT R G R0 BE 20 VMY 24%, WU Ber = 0.48 TB/s
VERZETS%E PR, ZTAV = NK/2+2MK +2MN +8N K /128 (INT4
. FP16 BUG LS« B4 scale/Z ki), FHM M fnem JEXF M € {1,4,16} 3
21 HRIGME. OB TZEmBE R, 5 FP16 TR L4 XA

MNIE] 4-8 7T DL, 7 58 32 FRA TileLang & W5 A {4 b 5 : RMSNorm £ 95.3%.
GQA Decode %] 93.2%, Pl Bt inv_std & -5 Split-K 43 HeiH5H T FE
SwiGLU [ TileLang (82.7%) %5 Triton (82.6%) JL PMlTH [A]—s 5 RAEM, 4l
BrUEHTHRZ A FEM, ZRmERFEERE HBM fIHEmAERERLT, 5
% — & Roofline H|H—3L.
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I 501 N R R R4
10

TileLang #8%% Triton AM&ELL (tTHATL, x)

2.81x%
1.37x 1.36% 1.35x 1.44% 1.42x 1.45x 1.46x

x 2.92x
2.72x
S8 2.22% 2.22%
.l I I.l. II el R
0 . ..

RMSNorm RoPE GQA Prefill GQA Decode SwiGLU W4A16 GEMV

B 4-7 {EF TileLang fBX} Triton ANiELL
T Z BRI GQA Prefill = Ji5 i 26 %) F| F 28 # A1 . TileLang 27 41.5% #H
%f Triton 14.6% $£F+4) 2.8 {5, 2% T LayoutInference ji[4& shared memory bank
conflict 5 T.Pipelined; PyTorch {¥ 3.4%, HEW{kF5 BT score FE 45|
AR & HBM fHiR .
W4A16 I TileLang %] 50.2% A%} Triton 13.6% $&F1-2) 3.7 /%, LOP3 Ji/Kit
In# 5 S E S ; PyTorch 5.9%, eager B ARE X INT4 5 1EMAL -

1 PyTorch [ Triton [ TilelLang

10000 —RE LB (000
95.3%

93.2%
826% 82.7%
78.3%
521%
50.2%
415%
AL 5"‘ 13.6%
ST% 5.9% .

i

<100)

73.6%

b |

S
s o 00“? eoh"ac

Bl 4-8 ANEEFHINIEILERFAR
53
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4.3 IRBERARLEM
431 %R
FESERE Qwen3-32B HEFAE RS X} = 5 v i B i 4R v, iR RN S
Agent [RIZAHT: AT, B € {4,8}, prompt € {512,1024,2048} tokens,
gen_len=128; | 3 KEUH AL
*4-10 WHBIRARFEITEM

Batch Prompt H I (tok/s) TL/Tri 3% ETL X% L Tri
PyTorch Triton TileLang (s) (s)

512 10.7 32.9 49.3 1.50% 11.0 16.2

4 1024 10.5 31.1 47.2 1.51x 12.2 17.7
2048 10.3 29.1 46.9 1.61x 13.5 20.2

512 21.2 40.2 81.1 2.01x 14.4 27.2

8 1024 20.5 37.7 71.5 1.90 % 17.1 29.9
2048 19.5 34.5 60.5 1.76 x 22.8 35.6

K 49 5 4-10 [6JR: W4Al6 WEEE, B € {4,8}, prompt €
{512,1024, 2048} token, gen len=128, greedy decoding, A100; Z\Hh~E A H:
Rt 5 prompt K EEAR L (FRAH#. ZREE B .

PyTorch [ Triton [l TileLang

2.0%
8110

1.6x

46.90

4020
22222
21.20 2050

B=4 B=8

P52 p=t024  P=2048

BEEL (toks)
e = 3 8 5 g
3
Pw S
& 2
_z g
2 o
s &
g
o
Lw 2
gL 3
¥
_; '
3
&

P=512 P=2048

4-9 i Bim Decode &ML
4.3.2 S

&M 4 I TileLang 3% 1.50 & 1.61 {% (49.3 %} 32.9 tok/s, prompt=512), it
R 8 I#—F9 KE 1.76 £ 2.01 % (81.1 X} 40.2 tok/s, prompt=512; 71.5 %}
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37.7 tok/s, prompt=1024), prompt #4:, KV Cache jZEURM K, VEE K2
Ft, MF#EET Triton & TileLang f46%} 7713 F B, {H TileLang [ 5
2%, Jni#EGE RS prompt GRS A (it 4 P 1.50 F+2 1.61 f%, #t& 8 I
M 2.01 &2 1.76 4% 53 P prompt=512 If#5 55 H) FI 2 Cin FRR, oAb
) o B RS Sk —8: #EH 8. prompt=1024 B} Triton FEH 29.9
s, TileLang {X55 17.1's, 45%5 43%; prompt=2048 445 36% . MIHHLAS K P2
LOP3 i /K LA E T 740 AR, ¥ Gate/Up/Down U JE (&4 71
MB INT4) ) HBM U5 i it Hse £ E A, M Triton 7EKHEE T FE0E
TR, ZEEFEAREERS P — R

4.4 HRASEIE

AT PUAL TE RS, A& R B BT P RO PR RE R ST SRR
4.4.1 EFHFKI GQA Prefill K5I

TileLang jijd T.Pipelined ¥ K/V tile ff) HBM it 5 QK" H+EES (£
MBS TE) « 32 4-11 7E B=2, S5=4096 (causal) T XfH A num_stages [/
BIER S SM Bk, BRI RS . AR A neu BACREAE ([
% block_M=128, block N=64, threads=256), 53t (£ 4-5) HJ AutoTune
BB RLEER (3.59ms) fEEFER, P& MEFAFAF.

& 4-11  GQA Prefill ZR iRk Bt

LI JEIR (ms)  SM F¥it HUE(E (%)
num_stages=1 (LH/KEZ) 4.921 45.7
num_stages=2 (T.Pipelined) 4.424 50.8

FFia 2 WrBom AM LB BetEsE 3R T 111 £%, SM #F kil 45.7% 27+ &
50.8%, %5 =% ncu 7347+ Long Scoreboard {5iil i 2 T R R —F: FiKfL
fif K/V B 25 B T. genm 45 LIS, 38/ T warp 7£ HBM _ER) 246 I}
Ji] o
4.4.2 Split-K 3B EXT GQA Decode B

Decode ffy Bt (S,=1) ZHMBP 72 (memory-bound) .-, 4K

num_split #] LLiE £ SM FHA7 B AS[E /) KV chunk, {Hid B #2 5] N5
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b5 CTA LSE IHZ 45, K 4-12 LI B=16, kv=4096 A fil, [& & H xS
(block _N=128, block H=64, threads=128), {{ZF3fj num_split,

\

% 4-12  GQA Decode Split-K ;S
num_split ZEiR (ms) FHREE )7 (TFLOPS)

1 0.266 8.07
2 0.226 9.40
4 0.217 9.85
8 0.238 9.04
16 0.277 7.74

num_split=4 Ak, A B 1.23x (8.07—9.85 TFLOPS) . 4k&it
KRE| 8. 16 WHERE TR, split brBEid 41-5:5 SM (8] LSE V32 [6] 25 IF 45 it -
Frlcts o X — “ff] U 24" KAl it BAFETE AR FATRLBE . AutoTune J@id 8 % 480 4
153E 8 358 SLIX — P4 o
443 AutoTune ¥ EAIVHEH

RMSNorm [48 2 23] i (blk_m, blk_k,threads) = oM, 2k 256 M
o F4-13FEFEIR M=8192, N=5120 F, [E%E blk_k=1024, threads=256,
A b1k _m, DAYEZEIRSE0ZS AN 36 %A 2 i JR s b

ZZ 4-13 RMSNorm AutoTune I RE
B & blk m blk k threads %EjiR (ms)
HiE A (RN 1 1024 256 0.167

AutoTune 511 2 1024 256 0.137
Him B (WK 4 1024 256 0.267

2o A IR A A B blk_n= 1 4 CTA (UM 1 17, BRI
FIRAE: 48 B 1) blk_m= 4 A~ CTA L3 4 17, FAEHSILENAE S T
W, FESM (FHZ (occupancy) TR, Kbk A B2 (0.267 msvs. 0.167 ms).
AutoTune % F|) b1k_m=2 {54 TP H ZH], HER 0.137 ms, 43 A4 R A B
P 1.22x F 1.95% o XBEHIRALY) R RIE Z VT FF 58 A e i 5 SM 7 B
ML 23R, N A% B SR O s e B340 LLdr . AutoTune i 4: i 42 1) &
SEVEAR R B% AT L BT BE. GQA Prefill Z4H 4 R T FATEH &
BB AIMFEE S ) ER A —%8 AutoTune Jiife; 7RG v b )6 15 A 2054
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71 (8 4-5 %45 1, 153 TFLOPS) Jp54s T it
4.4.4 DSL HRRRIBLHE
% 4-14 ) RMSNorm (M=8192, N=5120) 1, J& =M TileLang %] PyTorch
JE AR SE B A B A o
7% 4-14 RMSNorm LIBEIZIR (b 5k

SEIL SEIR (ms) AHX) TileLang
TileLang (@fi&, autotune) 0.128 1.0x
Triton (Bi&, FERNEZ) 0.174 1.36x &
PyTorch F.rms_norm 1.151 9.0x &
PyTorch naive (W43 55) 1.336 10.4x 18

TileLang Lt Triton %) 36% (0.128 5 0.174 ms) , 1525 F AutoTune #fE )
Bl (blk_m, blk_k, threads) 5 TileLang % i & HAf J#E T Hii/KI NS5 Pass
WIS AR WA} PyTorch eager A E T F.rms_norm ] aten SLBY
H RMS (- EALERIE 73 AP kernel, P AE415M HBM 4£i% ; PyTorch
naive SEBU B ERAMAALE T FIsk & D5 — N X — BB - AE
RlE A5 L, TileLang B2k EMS LR 175 I N AZ TR IR AL T 5 Triton 1)
FaASVERE, [ AR RHEZR BN B AR IR B B 5

4.5 R HRILBINREREIE

ARFTX R R IUZ WA DR BTS2, s HL T ) 4% B A 5 8 S B
IhRERR
451 % Agent F-&HEE RS

% Agent H R HEBLBLER 1 R M@ A P, SO P BAT IS AR R S0
AR, I A Agent MISLHRE S HTESS o MBHIZ OB B AR RRIE R AL
2 IR AT RE S ARG R Rk AR ERR , R I ORAIE A 3% 56 HA 0 T
Y5 IERE.

S ECE 4 HEIF & IR E TileLang JEd, U4~ Agent 53l 7R $H B vt S8
ST PEREMRS AT BALIRZE AT 5 SEOR R UIUES . LR R
TR BRI RGRREASES S R )E . W55 imIAT R s
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BEHERLEOR , 2% e SR 1 SR B AT R X, PUB A5 R I HER
token 7%, F AT FEAE R — B AE USSR SR I L EEIAM N A, Bk %
RPRARE . SEIEERANE 4-10 o, VU AR VT I 201 58 BRAE A, o HY B
It TR % Y T T 3 IS RS O . B00IE T2 Agent g5 T I AT BE RS o

B Agent FHRHEREIR
FHEWI - BF TileLong FEERFH)

Tietangfours) v Tritonkemel

o

N\ Prompt BE (REAA)

wREEE. |

WRAIEEIIE, FORAE LOP3 5§ WAAIS GEMV
0 L3 Triton 7l PyTorch =

PO#EA GOA flash-decode, 6 AIO
BEEW, ALNH, SREE-SDE.

Ligiten

AT, RSN INT4 BB EIER R

\\\\\

E4-10 % Agent & BRI
452 Rimo i ERsT

J i o3 AT M P A T 1) R 55 SR BE R U BN R, H HARRTEAZOR A IR
NFDHIETER T, SR U IR 55 BT RO 5 PR RE AP B BRI RE 1) L4
o H A TAR S P RE TR BTSRRI AR 5% I R Bl s R 55 b e o,
N G A] S I ) & B S B ARG BB N 4 s R RE AR DA R TR R B
HEFAE S5 Sk BIpE] (WALL) 5%k (TOK/S), Fil 8] b5 55 #E 20 56 pl 4
PN E iyt

SLM AR FER — 3R S HERECE R, 58)5 L TileLang (ours) & Triton
Kernel fFA#EH G i & 21T — I, BEHE SR AEITEME BE HIBR_E I3 Jg 7= W 1
gEX . HNE 4-11 7R, TileLang fil3% ] 13.44s. 7 46.5tok/s, Triton {5k
bmfE 19.26s. Fi: 32.0tok/s, TileLang ZFH-3EF-4) 1.45 £%. K% W A45462)

30%. RN RICHTRHATAEMIFEAERIA , OE AR 4 7 RV A] B R s D e
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RAIPEREN AR, B T WA A E S BRiz 437 55 b i A A

Backend Monitor
« Agent T

R EIRICR d R i ®TileLang—ours ~ @Triton ™ PyTorch

onitor - Qw 4A16 - Dual A10f

stor A GPU2-GPUS stor s GPU4-GPUS
> 8.3s 20.5s
TileLang (ours) oK Triton Kernel oK
WALL TOK/S WALL TOK/S
AlB
TTET WALL TOKIS
535 ms 13.44 s 46.5
528 ns 19.26 s 32.0

L] TERMINAL OUTPUT

LSL0T D) PrompT_tall='ut = 5eLT.0_pro](attn_out)\n  \NMNLUP3 FERtelfi— AL INI4 [RMIC? TFEMIRERLL Snared memory SFMIUTERIZ?Y \Nass1sTaNT\N<ININK>\N\n</tnink>\n\n"

[slot b][batch 0] 'LOP3 R—HMIEFFREF LWEMNEHTREMNEFHRESK. MURRNRBAERRSR, TEBIRBSBLRFEREMNE "packed’ $iY INT4 BUBFSHBUAEUADS, HEREBHRNIRE, BE
BEAEBATAFRIIMOEMEN, ZHAXHBT PU REPFERXHNEELREERSY. \n\n5EANSBMBRBANZMIBEAFPNEEL, LOP3 EFFRTMTMATRRAITN, BRPropertyParans

BIGMEM T SMEM MMIERIEIRE"
[slot b][batch 1] 'ZEABER decode MEH, HHEIX query-key-value MRRAMNRMNESRE, RAFSIRXAEERNERBEAEMIBEBRIE. BFST token BLREMTUNBMASED key/value cache
SIS BIBHFEARBEE N, ALBAEERRT PU RFHE, BVREAM memory-bound R, \n\ni#X batch size FERiELPILRA GPU FUMEH it WAL BPropertyParans, {B}3) memory-boun

WAENAR”. RREND batch HETARLHFRUZSM token AMNAFENGE, R’
[slot b] [batch 2] 'WiAisgMapsifc, RMLXINT HE7FH, B0 RHFPLealFPa 2, EMRMEREEIERETNEOELSERT. BFINT REGENRTRFP1o/FP BEANBIE, SBERBANSIAFEMERE, RENIEE
{EEMAREM ZEHKHE. \n\nPer-channe Lift (BN MALEIBIMIL) ft) 2B RERCEBIFENARBENDSTRER, ATASRURENEFEESHE, BHENENVSEREHINGRT, ESBEENETER"
[slot b] [batch 3] '# Decode BEigMaps Query Attention) #BLLITEER) Multi-Head Attention (MQA), RKV CacheMifZist RAEMMHATFISEBEBYPropertyParamsxx, BFGOARTEANKeyHIValueFIUAER—
AAttention Head#QueryiRE, Eit#EDecodeMERMKV CachefIEM AT IURARE, MASHKY CachefEEMERM. \n\nitsh, RKIMIQHERKY CacheMHBMERE, HFITFFMACPURIIBE RN bSEFRREN, IR
A3 TheadKVEIF—iRmemo ry X i LAR FGMEMBESMEMEOFIRIER, \n\n\XIMAME, RIRBPNGHEMRIGERTHM—SRIHRABINE"

B 4-11  Jims i SRR SE

4.6 FENG
AFERNRIATHEAT TR FrRER S X s 2 iy i Al 5 19
AhSEE . e BT T AR HIPERETTRR
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5 BEERE

50 FETHESYE

AT [ 7 DSL TileLang #4587 M- A% 3 38 B 7R 14 56 B3 R A
£ %} RMSNorm. RoPE. GQA Prefill. GQA Decode. SwiGLU 5 W4A16 GEMV,
DL AutoTune H 3% tile; F SwiGLU R Ty 76 5 Triton $2m4h, Hapg TiZiH
Xt Triton ¥4 BE A, dmFlhg WAAL6 BARTEHER /N A 4 IFPERERRTIZ) 15 =
1.6 £ LR/ H 8 IFPEREERTHZ) 1.8 2 2.0 £%, 15 B EI4a%E 30% = 50%. i
EBEIL Agent Yt TR EIRIVZ , SHFZBIF LM S 2 Fimtksext b, 8
FARACEIES IR . PEA b, ASCTERRHE. 3B 5 IHR =AY 2 R0 2
&, JF45E Nsight Compute 554545 58 M BLG BIMLH] U
52 RE
52,1 EFEM

EHTZ. WAAL6 HFi6H A B E S — 4-bit S0 2H 8k BB 77 2
{4 )2 ] Hessian B R 1 16 0L B R . (HOX Bk GPTQ. AWQ 415
TileLang A% PR EERE A . DSL 0 4 i i i 1 Jo o 436 3 45 o

B—F, HTABRBN 95 TileLang, 8 KernelBench 2 ZHE 42 ik
T E A 2 A A TR, B TE R A R AT R I
522 ARLZBEHE

A b, ASCEACR A ASHALEE, MR NELEM IS 5 kR
(PagedAttention)PY; ZFEEN TileLang 1E M W] #fi4&k N AZ ik A vVLLM. SGLang P!,
WiANSTHE DG LS £ Rk B IFAT T All-Reduce il A%5 TREIRTY o

BAURIS B 5IRA TR (MoE) HEFHINERITVETT M, HASOTIEIER FX
LR EA R SRR
523 ASEHE

A:3s b, TileLang BAFREBCTHER I8 _E AT WU B 4204 Ascend. ¥t DCU. &

K4 MLU £E P&, B4 PEFMERES TREERR, FETEES 5K
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iIEo

/R Agent 5 H AT N ERE S, J5 855 K i L OpenAl-compatible API
RFE I OpenClaw ¢ HSUHESE, W AESLRR Agent T3 Tt — A i Hr i dt
53 FXENE

AERLGE TARA TSRS RGN, FFRE THFE . AR
BAL K S HE S A R 8277 1] o TileLang 7EIH2) 5 A E M RR AT LRI 1. T
Felcas . i sr TRl 7718 5 58 ERAIEREZR O Jm SEpit s S it 1 vl 52 2 Al

61



e B R AR I (8 30

[1]

[2]

[3]

[4]

[3]

[6]

[7]

[8]

B3

Anthropic. Claude code: An agentic coding tool. https://docs.anthropic.

com/en/docs/claude-code, 2025.

Peter Steinberger et al. Openclaw: Your own personal ai assistant. https://
github.com/openclaw/openclaw, 2025.

Lei Wang, Chen Ma, Xueyang Feng, Zeyu Zhang, Hao Yang, Jingsen Zhang,
Zhiyuan Chen, Jiakai Tang, Xu Chen, Yankai Lin, Wayne Xin Zhao, Zhewei Wei,
and Jirong Wen. A survey on large language model based autonomous agents.
Frontiers of Computer Science, 18(6), 2024.

Md. Monzurul Amin Ifath and Israat Haque. Characterizing performance—energy
trade-offs of large language models in multi-request workflows. Proceedings of
the ACM on Measurement and Analysis of Computing Systems, 10(1):1-26, March
2026.

Tri Dao, Daniel Y. Fu, Stefano Ermon, Atri Rudra, and Christopher Ré.
Flashattention: Fast and memory-efficient exact attention with I[O-awareness. In
Advances in Neural Information Processing Systems 35: Annual Conference on
Neural Information Processing Systems 2022, NeurlPS 2022, New Orleans, LA,

USA, November 28 - December 9, 2022, pages 16344—16359, 2022.

Tri Dao.  FlashAttention-2: Faster attention with better parallelism and
work partitioning.  In The Twelfth International Conference on Learning
Representations, ICLR 2024, Vienna, Austria, May 7-11, 2024. OpenReview.net,
2024.

Jay Shah, Ganesh Bikshandi, Ying Zhang, Vijay Thakkar, Pradeep Ramani, and
Tri Dao. FlashAttention-3: Fast and accurate attention with asynchrony and low-
precision. In Advances in Neural Information Processing Systems 37: Annual
Conference on Neural Information Processing Systems 2024, NeurlPS 2024,
Vancouver, BC, Canada, December 10 - 15, 2024, pages 68658—68685, 2024.

Philippe Tillet, Hsiang-Tsung Kung, and David D. Cox. Triton: an intermediate
62



e B R AR I (8 30

[9]

[10]

[11]

[12]

[13]

[14]

language and compiler for tiled neural network computations. In Proceedings
of the 3rd ACM SIGPLAN International Workshop on Machine Learning and
Programming Languages, MAPL@PLDI 2019, Phoenix, AZ, USA, June 22, 2019,
pages 10-19. ACM, 2019.

Lei Wang, Lingxiao Ma, Shijie Cao, Quanlu Zhang, Jilong Xue, Zhi Yang, and
Mao Yang. Tilelang: A composable tiled programming model for Al systems.
arXiv preprint arXiv:2504.17577, 2025.

NVIDIA. CUTLASS: CUDA templates for linear algebra subroutines. https:
//github.com/NVIDIA/cutlass, 2017.

Tianqi Chen, Thierry Moreau, Ziheng Jiang, Lianmin Zheng, Eddie Q. Yan,
Haichen Shen, Meghan Cowan, Leyuan Wang, Yuwei Hu, Luis Ceze, Carlos
Guestrin, and Arvind Krishnamurthy. TVM: an automated end-to-end optimizing
compiler for deep learning. In /3th USENIX Symposium on Operating Systems
Design and Implementation, OSDI 2018, Carlsbad, CA, USA, October 8-10, 2018,
pages 578-594. USENIX Association, 2018.

Siyuan Feng, Bohan Hou, Hongyi Jin, Wuwei Lin, Junru Shao, Ruihang Lai, Zihao
Ye, Lianmin Zheng, Cody Hao Yu, Yong Yu, and Tianqi Chen. TensorIR: An
abstraction for automatic tensorized program optimization. In Proceedings of the
28th ACM International Conference on Architectural Support for Programming
Languages and Operating Systems, Volume 2, ASPLOS 2023, Vancouver, BC,
Canada, March 25-29, 2023, pages 804—817. ACM, 2023.

Jonathan Ragan-Kelley, Connelly Barnes, Andrew Adams, Sylvain Paris, Frédo
Durand, and Saman P. Amarasinghe. Halide: a language and compiler
for optimizing parallelism, locality, and recomputation in image processing
pipelines. In ACM SIGPLAN Conference on Programming Language Design and
Implementation, PLDI 13, Seattle, WA, USA, June 16-19, 2013, pages 519-530.
ACM, 2013.

Chris Lattner, Mehdi Amini, Uday Bondhugula, Albert Cohen, Andy Davis,

Jacques A. Pienaar, River Riddle, Tatiana Shpeisman, Nicolas Vasilache, and
63



e B R AR I (8 30

[15]

[16]

[17]

[18]

[19]
[20]

[21]

Oleksandr Zinenko. MLIR: scaling compiler infrastructure for domain specific
computation. In IEEE/ACM International Symposium on Code Generation and
Optimization, CGO 2021, Seoul, South Korea, February 27 - March 3, 2021, pages
2-14. IEEE, 2021.

Benjamin F. Spector, Simran Arora, Aaryan Singhal, Abhimanyu Rajeshkumar,
Tri Dao, and Christopher R¢. Thunderkittens: Simple, fast, and adorable Al
kernels. arXiv preprint arXiv:2410.20399, 2024.

Yining Shi, Zhi Yang, Jilong Xue, Lingxiao Ma, Yuqing Xia, Ziming Miao, Yuxiao
Guo, Fan Yang, and Lidong Zhou. Welder: Scheduling deep learning memory
access via tile-graph. In 17th USENIX Symposium on Operating Systems Design
and Implementation, OSDI 2023, Boston, MA, USA, July 10-12, 2023, pages 701—
718. USENIX Association, 2023.

Yu Cheng, Lei Wang, Yining Shi, Yuqing Xia, Lingxiao Ma, Jilong Xue,
Yang Wang, Zhiwen Mo, Feiyang Chen, Fan Yang, Mao Yang, and Zhi Yang.
Pipethreader: Software-defined pipelining for efficient DNN execution. In /9t
USENIX Symposium on Operating Systems Design and Implementation, OSDI
2025, Boston, MA, USA, July 7-9, 2025, pages 767—783. USENIX Association,
2025.

Samuel Williams, Andrew Waterman, and David A. Patterson. Roofline: an
insightful visual performance model for multicore architectures. Commun. ACM,
52(4):65-76, 2009.

Qwen Team. Qwen3 technical report. arXiv preprint arXiv:2505.09388, 2025.
Joshua Ainslie, James Lee-Thorp, Michiel de Jong, Yury Zemlyanskiy, Federico
Lebron, and Sumit Sanghai. GQA: training generalized multi-query transformer
models from multi-head checkpoints. In Proceedings of the 2023 Conference on
Empirical Methods in Natural Language Processing, EMNLP 2023, Singapore,
December 6-10, 2023, pages 4895-4901. Association for Computational
Linguistics, 2023.

Biao Zhang and Rico Sennrich. Root mean square layer normalization. In
64



e B R AR I (8 30

[22]

[23]

[24]

[25]

[26]

[27]

[28]

Advances in Neural Information Processing Systems 32: Annual Conference on
Neural Information Processing Systems 2019, NeurIPS 2019, December §-14,
2019, Vancouver, BC, Canada, pages 12360—12371, 2019.

Jianlin Su, Murtadha H. M. Ahmed, Yu Lu, Shengfeng Pan, Wen Bo, and
Yunfeng Liu. Roformer: Enhanced transformer with rotary position embedding.
Neurocomputing, 568:127063, 2024.

Noam Shazeer. GLU variants improve transformer. arXiv preprint
arXiv:2002.05202, 2020.

Guangxuan Xiao, Ji Lin, Mickaél Seznec, Hao Wu, Julien Demouth, and Song
Han. SmoothQuant: Accurate and efficient post-training quantization for large
language models. In International Conference on Machine Learning, ICML 2023,
23-29 July 2023, Honolulu, Hawaii, USA, Proceedings of Machine Learning
Research, pages 38087-38099. PMLR, 2023.

Ji Lin, Jiaming Tang, Haotian Tang, Shang Yang, Wei-Ming Chen, Wei-
Chen Wang, Guangxuan Xiao, Xingyu Dang, Chuang Gan, and Song Han.
AWQ: activation-aware weight quantization for on-device LLM compression and
acceleration. In Proceedings of the Seventh Annual Conference on Machine
Learning and Systems, MLSys 2024, Santa Clara, CA, USA, May 13-16, 2024.
mlsys.org, 2024.

Elias Frantar, Saleh Ashkboos, Torsten Hoefler, and Dan Alistarh. OPTQ: accurate
quantization for generative pre-trained transformers. In The Eleventh International
Conference on Learning Representations, ICLR 2023, Kigali, Rwanda, May 1-5,
2023. OpenReview.net, 2023.

Elias Frantar, Roberto L. Castro, Jiale Chen, Torsten Hoefler, and Dan Alistarh.
MARLIN: mixed-precision auto-regressive parallel inference on large language
models. In Proceedings of the 30th ACM SIGPLAN Annual Symposium on
Principles and Practice of Parallel Programming, PPoPP 2025, Las Vegas, NV,
USA, March 1-5, 2025, pages 239-251. ACM, 2025.

Tri Dao, Daniel Haziza, Francisco Massa, and Grigory Sizov. Flash-
65



e B R AR I (8 30

[29]

[30]

[31]

[32]

decoding for long-context inference. https://crfm.stanford.edu/2023/10/
12/flashdecoding.html, 2023.

Anne Ouyang, Simon Guo, Simran Arora, Alex L. Zhang, William Hu,
Christopher R¢, and Azalia Mirhoseini. KernelBench: Can LLMs write efficient
GPU kernels? In Forty-second International Conference on Machine Learning,
ICML 2025, Vancouver, BC, Canada, July 13-19, 2025, Proceedings of Machine
Learning Research. PMLR / OpenReview.net, 2025.

Woosuk Kwon, Zhuohan Li, Siyuan Zhuang, Ying Sheng, Lianmin Zheng,
Cody Hao Yu, Joseph Gonzalez, Hao Zhang, and lon Stoica.  Efficient
memory management for large language model serving with PagedAttention. In
Proceedings of the 29th Symposium on Operating Systems Principles, SOSP 2023,
Koblenz, Germany, October 23-26, 2023, pages 611-626. ACM, 2023.

Lianmin Zheng, Liangsheng Yin, Zhiqiang Xie, Chuyue Sun, Jeff Huang,
Cody Hao Yu, Shiyi Cao, Christos Kozyrakis, Ion Stoica, Joseph E. Gonzalez,
Clark W. Barrett, and Ying Sheng. SGLang: Efficient execution of structured
language model programs. In Advances in Neural Information Processing Systems
37: Annual Conference on Neural Information Processing Systems 2024, NeurIPS
2024, Vancouver, BC, Canada, December 10 - 15, 2024, pages 62557-62583,
2024.

Xupeng Miao, Gabriele Oliaro, Zhihao Zhang, Xinhao Cheng, Zeyu Wang,
Zhengxin Zhang, Rae Ying Yee Wong, Alan Zhu, Lijie Yang, Xiaoxiang Shi,
Chunan Shi, Zhuoming Chen, Daiyaan Arfeen, Reyna Abhyankar, and Zhihao Jia.
Specinfer: Accelerating large language model serving with tree-based speculative
inference and verification. In Proceedings of the 29th ACM International
Conference on Architectural Support for Programming Languages and Operating
Systems, Volume 3, ASPLOS 2024, La Jolla, CA, USA, 27 April 2024—1 May 2024,
pages 932-949. ACM, 2024.

66



